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ABSTRACT 

The rise of protein Language Models (pLMs) is reshaping the landscape of protein 1 
prediction. Embeddings are powerful protein representations provided by pLMs, but they 2 
come at a cost: their generation requires expensive hardware, and leveraging models often 3 
requires expert knowledge. To some extent, these hurdles limit the ease of use and benefits 4 
of those methods both for experimental and computational biologists. With biocentral, we 5 
aim at providing a free and open embedding-based service which addresses these 6 
challenges. We support standardized access to most pLMs currently in use, enabling 7 
researchers to generate embeddings, get embedding-based protein feature predictions, and 8 
train embedding-based models. Here, we showcase biocentral in a large-scale analysis of 9 
the BFVD virus database through biocentral’s predict module. Next, we show how readily 10 
biocentral’s training module reproduces an existing embedding-based prediction method. 11 
The server is accessible through a graphical user interface and a programmatic Application 12 
Programming Interface (API) at: https://biocentral.rostlab.org 13 
 14 
 Keywords: protein language model embeddings, bioinformatics tools, protein structure, 15 
bacterial exotoxins 16 

Abbreviations: 3D: three-dimensional, API: Application Programming Interface, BFVD: 17 
Big Fantastic Virus Database, BLAST: Basic Local Alignment Search Tool, FNN: 18 
Feedforward Neural Network, GPU: Graphics Processing Unit, MCC: Matthews Correlation 19 
Coefficient, MSA: Multiple Sequence Alignment, NCBI: National Center for Biotechnology 20 
Information, ONNX: Open Neural Network Exchange, pLDDT: predicted local distance 21 
difference test, pLM: protein Language Model, SVM: Support Vector Machine, UniProtKB: 22 
Universal Protein Resource Knowledgebase (database). 23 
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INTRODUCTION 

Protein language models (pLMs) can generate high-dimensional vectors representing 25 
proteins. These vectors, known as embeddings, typically hold about 1,000 values for each 26 
residue. Recent methods effectively leverage embeddings for a variety of feature 27 
predictions, ranging from phenotype predictions such as disorder and membrane 28 
interactions, and virus-host interaction to 3D structure prediction [1-4]. The effective 29 
development and use of such methods often require expert knowledge along with access to 30 
non-standard hardware, most notably powerful GPUs with large cache and fast disk 31 
storage. This creates disparity: only well-funded labs can use the latest methods.  32 
 Over the past three decades, efforts to democratize protein prediction have led to a 33 
diverse ecosystem of computational tools. Integrated platforms such as the first online 34 
server for protein structure prediction, PredictProtein [5, 6] and Phyre [7] pioneered freely 35 
available one-stop prediction but depended on slow, MSA-based workflows. Later, workflow 36 
engines such as Galaxy [8] and Nextflow [9, 10] emphasized reproducibility and modularity, 37 
albeit at the cost of technically demanding deployments. More recently, programmatic 38 
frameworks such as bio_embeddings [11] have combined excellent flexibility and 39 
performance but rely on programming expertise and local computational resources. 40 
UniProtKB [12] has begun providing precomputed ProtT5 [13] embeddings for its core 41 
protein database, making these large-scale, standardized protein representations broadly 42 
accessible. 43 
 biocentral leverages modern pLMs to provide fast, embedding-based predictions through 44 
a web interface and an Application Programming Interface (API), building upon the 45 
foundational vision of PredictProtein. By combining the accessibility of integrated servers 46 
with the scalability of programmatic frameworks, it aims to enable expert-centric pipelines 47 
and open, reproducible access to state-of-the-art protein embeddings and predictions. The 48 
goal of biocentral is to make computational tools more accessible to biomedical researchers 49 
by reducing technical barriers to the latest models and methods, thus allowing these 50 
domain experts to really focus on results interpretation and scientific discovery. 51 
 We demonstrate the application of biocentral through two examples. Firstly, we use the 52 
biocentral prediction module to predict transmembrane regions through TMbed [2] based on 53 
ProtT5 for all sequences in the BFVD virus database [14] with the goal to update our existing 54 
TMvisDB resource [15]. Secondly, we leverage the embedding and training modules of 55 
biocentral to reproduce a recently published method using embeddings to identify bacterial 56 
exotoxins from sequence, namely ExoTox [16]. The ExoTox model is available as part of the 57 
prediction module of biocentral. 58 
 biocentral is available at https://biocentral.rostlab.org. For ease-of-use in coding 59 
environments, we provide an API package (for Python and Dart) at 60 
https://github.com/biocentral/biocentral_api. The service repository can be found at 61 
https://github.com/biocentral/biocentral_server. A frontend is constantly being developed 62 
and available at https://app.biocentral.cloud.  63 
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METHODS 

Service architecture 64 

Our lab has a long-standing history of developing publicly accessible protein prediction 65 
services [5, 17]. The transition toward embedding-based methods required rethinking these 66 
systems in light of new computational and maintenance challenges [11]. Two core issues 67 
emerged: (1) fragile software dependencies that hindered long-term maintainability and (2) 68 
complex coordination of costly resources such as GPUs, databases, and API gateways. 69 
 To address the first issue, biocentral introduced a modular, distributed architecture built 70 
on containerized services. Each functional component runs independently via docker-71 
compose, enabling deployment across machines and independent scaling. Embedding 72 
caching reduces redundant GPU computation, while an Open Neural Network Exchange 73 
(ONNX)-based [18] workflow standardizes model integration and reduces dependency 74 
conflicts. This pipeline allows leveraging the Nvidia Triton inference server for optimized and 75 
distributed model inference [19]. Our architecture simplifies sustainable operation, 76 
maintenance, and rapid incorporation of new resources like pLMs and prediction methods. 77 

Core modules 78 

Embedding module. The embedding module forms the computational core of biocentral, 79 
providing per-residue (per-token) and per-protein (pooled) pLM embeddings for any 80 
compatible transformer model hosted on HuggingFace [20]. Embedding generation is 81 
implemented via the biotrainer framework [21], with additional support for ONNX-optimized 82 
versions of commonly used pLMs such as ProtT5 [13] and ESM-2 (8M, 3B) [3]. These 83 
optimized models are executed through the NVIDIA Triton inference server for optimal 84 
resource usage [22]. 85 
 To minimize redundant computation, generated embeddings are cached in a PostgreSQL 86 
database indexed by a sequence hash and the model identifier. Caching embeddings uses 87 
up a lot of disk space (roughly 1 GB for 1,000 sequences for per-residue ProtT5 88 
embeddings). That is why the database is cleaned up regularly following a first-in-first-out 89 
principle to have the latest used embeddings available.  90 
 Beyond embedding generation, the module can interoperate with the ProtSpace library 91 
[23] to provide standardized and robust embedding analysis and visualization. 92 
 93 
Prediction module. Building on the embedding module, biocentral’s prediction module 94 
integrates several established models for different protein prediction tasks (Table 1). Each 95 
model is included as a lightweight interface that defines input and output transformations, 96 
records metadata such as the underlying pLM, and links to the corresponding optimized 97 
ONNX/Triton model. The wrapper itself contains no machine-learning logic; the latter is 98 
entirely handled by the ONNX runtime. The exported ONNX model, derived from the original 99 
architecture and pre-trained weights, can be deployed independently via Triton. 100 
 This modular workflow enables rapid integration of new methods into biocentral without 101 
introducing additional dependencies or computational overhead. The current release 102 
includes a broad range of models (Table 1), which we continuously expand both internally 103 
and in collaboration with model developers (SOM; Algorithm 1). 104 

.CC-BY 4.0 International licenseperpetuity. It is made available under a 
preprint (which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in 

The copyright holder for thisthis version posted November 21, 2025. ; https://doi.org/10.1101/2025.11.21.689449doi: bioRxiv preprint 

https://doi.org/10.1101/2025.11.21.689449
http://creativecommons.org/licenses/by/4.0/


4 

Franz et al biocentral: embedding-based protein feature predictions 

 

Table 1: Prediction models in biocentral ∆ 

Prediction of Model pLM Citation 
Per-residue/per-token    

Protein secondary structure ProtT5-sec ProtT5 [13] 
Binding residues BindEmbed ProtT5 [24] 
Evolutionary conservation ProtT5_conservation ProtT5 [25] 
Natively disordered regions SETH ProtT5 [1] 
Subcellular location LightAttention-LX ProtT5 [26] 
Transmembrane regions &  
signal peptides 

TMbed ProtT5 [2] 

Variant effect VespaG ESM-2 
(3B) 

[27] 

Per-protein/pooling    
Membrane association LightAttention-

membrane 
ProtT5 [26] 

Bacterial exotoxins ExoTox ProtT5 [16] 
 105 
∆ Each model is exported to ONNX and checked for consistency with the original (delta<10-3). Additionally, 106 
models are included in the main codebase as lightweight wrappers around data-processing.  107 

 108 
Model training. The training module allows for the development of new supervised 109 
prediction models based on pLM embeddings. The module is implemented using biotrainer 110 
[21]. Input parameters are provided as a biotrainer configuration file. The config options are 111 
validated, and the configuration is checked for internal consistency before training. If 112 
available, embeddings are loaded from the internal PostgreSQL database; otherwise, they 113 
are computed on the fly before training. After successful completion, model checkpoint(s) 114 
and a summary file are returned to the user. This allows for full reproducibility and control 115 
over the training process and results. Biotrainer provides several sanity checks and test set 116 
baselines out-of-the-box, that allow for a quick initial evaluation of the training process and 117 
model quality. The module enables rapid prototyping of biomedical prediction models based 118 
on embeddings and will be extended in the future. 119 

Soft- & hardware 120 

Software stack: The server is implemented in Python 3.12 using the FastAPI web 121 
framework [28]. Deployment is handled via docker-compose, allowing for the orchestration 122 
of multiple containers that may even run on different machines. This setup enables local 123 
deployment for advanced users, if sufficient hardware capabilities are available. The 124 
programmatic API was generated using openapi-generator with the OpenAPI specifications 125 
[29] from the FastAPI framework. To handle the underlying complexity, we provide a stable 126 
high-level interface exposing core functions such as train, embed and predict for 127 
straightforward programmatic use. A graphical user interface is available as an early version 128 
and constantly being developed further. It is built using Dart/Flutter for cross-platform 129 
compatibility, supporting all common desktop platforms and web browsers. 130 
 131 
Deployment hardware: The biocentral service is currently deployed on a DELL PowerEdge 132 
R7525 with two AMD 7313 (32 thread) processors, 256GB RAM, and an NVIDIA A10 (24GB) 133 
GPU. 134 
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Data sets for case studies 135 

Big Fantastic Virus Database (BFVD). The Big Fantastic Virus Database (BFVD) is a 136 
comprehensive repository holding 351,242 predicted viral protein structures derived from 137 
UniRef30 viral sequence clusters [14]. Structures were predicted by ColabFold [30] and 138 
subsequently refined by integrating homologous sequences from a large assembled-139 
sequencing data set. BFVD represents a highly diverse set of viral structures, over 60% of 140 
which show little or no structural similarity to AFDB (the database with AlphaFold2 141 
predictions of protein structure [31]) or to the experimental 3D structures from the PDB [32]. 142 
 143 
ExoTox. ExoTox is a machine-learning model predicting bacterial exotoxins from sequences 144 
of secreted non-toxic bacterial proteins [16]. The method was trained on a curated dataset 145 
of 1,069 bacterial exotoxins and 1,308 secreted non-toxins derived from UniProtKB/Swiss-146 
Prot [12] and PSORTb 3.0b [33]. Redundancy was reduced to ≤30% pairwise sequence 147 
identity (PIDE) using MMseqs2 [34] to ensure non-overlapping training and test sets, i.e., no 148 
pair in the data set had >30% PIDE. Input to ExoTox were the first twenty principal 149 
components of pooled (per-protein averaged) ProtT5 embeddings. All models were 150 
evaluated using the Matthew’s Correlation Coefficient (MCC), calculated using Equation 1. 151 
 152 

Equation 1: Matthew’s Correlation Coefficient (MCC) 153 
 154 

𝑀𝐶𝐶	=	
𝑇𝑃*𝑇𝑁-𝐹𝑃*𝐹𝑁

+(𝑇𝑃+𝐹𝑃)*(𝑇𝑃+𝐹𝑁)*(𝑇𝑁+𝐹𝑃)*(𝑇𝑁+𝐹𝑁)
 155 

𝑇𝑃=	𝑇𝑟𝑢𝑒	𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 156 
𝑇𝑁=𝑇𝑟𝑢𝑒	𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 157 
𝐹𝑃=𝐹𝑎𝑙𝑠𝑒	𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 158 
𝐹𝑁=𝐹𝑎𝑙𝑠𝑒	𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 159 

 160 
Support Vector Machine (SVM) [35] trained on these embeddings performed well in 161 
distinguishing exotoxins from secreted controls (MCC≈0.94 [16]), outperforming both 162 
sequence-based (BLAST [36]) and generalized toxin predictors. 163 
 164 

RESULTS AND DISCUSSION 

Predicting for large datasets: membrane proteins in BVFD 165 

To explore the applicability of biocentral for large-scale dataset analysis, we used TMbed 166 
[2] to predict transmembrane topology across all predicted viral proteins from BFVD [14]. 167 
After a basic filtering step, we submitted the dataset of 345,141 sequences in seven 168 
batches of around 50,000 proteins. In total, the computation took around two days.  169 
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TMbed predicted transmembrane regions in approximately 11.6% of all investigated 170 
BFVD entries. To examine whether these predictions reflect biologically meaningful trends, 171 
we compared the results between enveloped and non-enveloped viruses. Contrary to what 172 
was expected, proteins from enveloped viruses less frequently contained proteins with 173 
predicted transmembrane regions [37] than those from non-enveloped viruses or from 174 
unknown envelope status (Table 2). While these observations remain inconclusive, they 175 
suggest that TMbed’s applicability to the domain of viruses might be limited without 176 
finetuning. 177 

Table 2: TMbed predictions on BFVD ∆ 

Envelope Status Nprot with TM 
predictions 

Nprot without 
TM predictions 

Total Percentage TM 

Envelope 96 936 1,032 9.3% 
Non-Envelope 11,013 90,008 101,021 10.9% 
Unknown 29,024 214,064 243,088 11.9% 
∆ For each protein sequence in BFVD [14], TMbed [2] predicted transmembrane (TM) regions. Here, we did not 178 
distinguish between predicted transmembrane helices and strands/barrels; instead, we only counted the number 179 
of proteins (Nprot) with (2nd column) and without (3rd column) TM-regions. We distinguished between viruses with 180 
and without envelopes based on NCBI annotations [38]. Overall, proteins from enveloped viruses show a lower 181 
relative frequency of TMbed-predicted membrane interactions compared to non-enveloped or those unknown. 182 
This suggests that the applicability of TMbed to viral sequences might be limited, as the contrary would be 183 
expected [37]. 184 

    We further examined this by analyzing sequences predicted to contain both alpha-helical 185 
(TMH) and beta-barrel (TMB) regions—a combination unlikely to exist in nature and previ-186 
ously used as a lower bound for incorrect predictions [2]. Out of all 345,141 viral proteins, 187 
43 proteins (<0.2‰) were predicted with such mistakes. Only 19 of all proteins with predict-188 
ed TM regions had high-confidence 3D structure predictions (pLDDT>70 provided by 189 
BFVD). We examined the shortest protein (A0A516M0S4; 54 residues; average pLDDT ≈ 88) 190 
and the longest protein (A0A6J5RKD4; 339 residues; average pLDDT ≈ 85) (SOM; Figure 1). 191 
While the irregular pattern of predicted beta-barrel residues suggests a mistake, the struc-192 
ture resembles similar pore-forming structures [39], hinting at the predictor’s confusion.  193 
    All membrane predictions on the BVFD facilitated through biocentral are now integrated 194 
into TMVisDB [15], extending its coverage to viral proteins. Although our results show that 195 
predictions from TMbed on viral structures must be treated with caution, we still believe that 196 
making these predictions available can lead to new insights for future model development 197 
and protein structure analysis. 198 
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Training embedding-based models from scratch: reproducing ExoTox 199 

 Exotoxins produced by bacteria are proteins released into the extracellular space and can 200 
affect target cells. Precise detection of these toxins can improve pharmaceutical 201 
development and guarantee the security of medical treatments that utilize bacteria. The 202 
recently released ExoTox prediction method [16] inputs ProtT5 embeddings (reduced to the 203 
largest 20 principal components) and is trained on a curated subset of bacterial exotoxins 204 
and secreted non-toxic proteins. Using biocentral, we reproduce this method as evidenced 205 
by reaching similar performance on the same test set (MCC≈0.93, Equation 1) as a feed-206 
forward neural network (FNN) (compared to the original SVM), while outperforming all 207 
evaluated baselines (Figure 1). Creating this model only requires providing annotated 208 
sequences (with labels and sets) before calling the biocentral training module. This reduces 209 
initial model development time without prior programming knowledge from weeks or 210 
months to days or even hours. The results also show that models trained via biocentral can 211 
serve as a control group or sanity check for more sophisticated, specialized architectures.  212 
 We compiled a complete guide of the steps required for reproduction in the 213 
supplementary online material (SOM; Algorithm 2). The original ExoTox SVM was converted 214 
to ONNX and is available as a predictor in the biocentral prediction module. 215 
 216 

Figure 1: Comparison of the original ExoTox model against the reproduced FNN and 217 
baselines ∆ 218 

 219 
∆ Comparing MCC of the original ExoTox predictor [16] (SVM) against the reproduced FNN and baseline 220 
encodings. The reproduced model matches the original’s performance closely, indicating that the biocentral 221 
training module can reproduce a published biological predictor. Both ProtT5-based models outperform the 222 
common baselines of one-hot encoded sequences and BLOSUM62 [40] (encoding an amino acid by its 223 
respective substitution vector) as well as AAOntology, where an amino acid is encoded by its respective values 224 
from 568 physicochemical scales [41]. All these models and baselines outperform random performance, 225 
empirically evaluated using randomly generated embedding vectors (dimension: 128) as input, and a randomly 226 
initialized, untrained model using ProtT5 embeddings.    227 
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Limitations and Future Work 228 

The biocentral project will continue to evolve. Maintainability and longevity remain central 229 
goals. To strengthen portability and sustainability, we plan to explore advanced deployment 230 
methods, such as Kubernetes-based orchestration. This would simplify deployment across 231 
diverse cloud environments and improve resilience to changes in available computational 232 
resources and funding. 233 

Beyond maintaining and expanding the current ecosystem, we aim to extend biocentral 234 
towards the emerging field of protein design and engineering, broadening access to state-235 
of-the-art generative and optimization tools. Additionally, we plan to further emphasize 236 
training and fine-tuning of existing models to make machine learning more accessible to 237 
users. We hope to expand the catalogue of prediction models through community 238 
engagement, encouraging external model developers to contribute and collaborate on 239 
shared standards of accessibility and interpretability. 240 

Our case study of TMbed demonstrates that large-scale predictions through biocentral 241 
can lead to a better understanding of model limitations, especially for sequences that 242 
deviate strongly from the training distribution. To address this issue, we plan to develop 243 
model-specific applicability domain layers that document strengths and weaknesses, and 244 
guide users toward reasonable use of predictive models. Thus, a collaboration between 245 
domain experts applying prediction models to their field of research and model developers 246 
can speed up model development in the future. 247 

The reproduction of the ExoTox predictor showed that biocentral enables rapid 248 
prototyping of prediction models on biological data. This can significantly lower the barriers 249 
for biomedical researchers to create custom deep learning predictors. On the other side, 250 
abstracting away the required technological expertise to create such models has the 251 
potential to decrease the ability to interpret the model’s behavior and results. We plan to 252 
address this by extending the provided frontend with utilities for model comparison and 253 
explainability, supporting the interpretation process for domain experts.   254 

CONCLUSION  

We introduced biocentral, a freely available service that makes state-of-the-art, 255 
embedding-based protein predictions accessible to a broad community. Through its 256 
modular architecture, standardized ONNX model format, and Triton-based inference, the 257 
server offers a reproducible and sustainable framework for integrating and deploying protein 258 
prediction models. The two case studies demonstrate both its scalability for large datasets 259 
and its capacity to reproduce existing embedding-based methods with minimal effort. 260 

By abstracting the complexity of machine-learning pipelines into a stable programmatic 261 
interface, biocentral establishes a pattern that others can adopt to publish and maintain 262 
their models in a unified, interoperable format. In this way, it extends the long-standing 263 
vision of democratizing protein prediction, removing barriers between method developers 264 
and end-users, and creating a common platform that evolves with the advancing field of 265 
protein language models. 266 

 267 
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AVAILABILITY AND REQUIREMENTS 

Project name: biocentral 268 
Project home page: https://github.com/biocentral/  269 
Operating system(s): Platform independent 270 
Programming language: Python 3.12 271 
Other requirements: 272 

o Redis 7 (alpine) 273 
o PostgreSQL 15 274 
o SeaweedFS (chrislusf/seaweedfs) 275 
o NVIDIA Triton Inference Server 24.12 276 
o Prometheus (prom/prometheus) 277 
o taxoniq (≥1.0.1, <2.0.0) 278 
o blosc2 (≥2.7.1, <3.0.0) 279 
o psycopg[binary] (≥3.2.3, <4.0.0) 280 
o rq (≥2.1.0, <3.0.0) 281 
o python-dotenv (≥1.2.1, <2.0.0) 282 
o gpytorch (≥1.14, <2.0) 283 
o onnxruntime-gpu (≥1.16.0, <2.0.0; Linux only) 284 
o onnxruntime (≥1.16.0, <2.0.0; non-Linux platforms) 285 
o tritonclient[grpc] (≥2.61.0) 286 
o circuitbreaker (≥2.0.0) 287 
o httpx (≥0.28.1) 288 
o pydantic (≥2.12.4) 289 
o fastapi (≥0.121.0) 290 
o uvicorn (≥0.38.0) 291 
o prometheus-client (≥0.20.0) 292 
o prometheus-fastapi-instrumentator (≥6.1.0) 293 
o fastapi-limiter (≥0.1.6) 294 
o biotrainer (github.com/biocentral/biotrainer.git@fix/api-improvements) 295 
o protspace (github.com/tsenoner/protspace.git@v3.1.1) 296 
o hvi_toolkit (github.com/SebieF/hvi_toolkit.git@maintenance/update-biotrainer) 297 
o vespag (github.com/biocentral/VespaG.git@onnx-deployment) 298 
o tmbed (github.com/biocentral/TMbed.git@onnx-deployment) 299 

 300 
Hardware requirements: NVIDIA GPU with CUDA support (recommended: ≥16GB VRAM 301 
for full model deployment) 302 
License: GPL-3.0 303 
Any restrictions on use by non-academics: None 304 

 305 
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DECLARATIONS 

Availability of data and materials 306 
The code for the biocentral service is available at 307 
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