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Abstract

Protein dynamics determine biological function, yet extracting structural ensembles from Hydrogen-Deuterium
Exchange Mass Spectrometry (HDX-MS) remains a challenging inverse problem. Current ensemble-fitting ap-
proaches often achieve good agreement with uptake curves but lack rigorous validation and uncertainty quan-
tification, limiting structural confidence. We propose ValDX, a validation framework for quantitative integra-
tion of HDX-MS data with structural ensembles. ValDX combines overlap-aware data splitting, replicate-based
uncertainty estimation, and uptake-independent “Work Done" metrics that quantify how much an ensemble
must be modified to match experiment. Across 22 ensembles spanning six proteins (58-474 residues), we
show that conventional error metrics fail to distinguish structurally representative ensembles from incorrect
ones, whereas Work Done metrics robustly discriminate global and local conformational quality. We further
demonstrate that clustering yields compact, interpretable ensembles with minimal loss of accuracy, and that
staged optimisation enables reliable fitting of both ensemble weights and forward-model parameters without
requiring a reference structure. Together, this framework establishes HDX-MS ensemble integration as a quan-

titative structural hypothesis-testing problem, enabling inference of protein dynamics from HDX-MS data.

1 Introduction

Understanding protein dynamics is crucial to understanding biological function, and therefore
disease. HDX-MS is a biophysical technique that measures conformational dynamics in solu-
tion.[1-4] Orthogonal to other biophysical techniques, such as X-Ray Crystallography (XRC or
X-Ray); Cryogenic Electron-Microscopy (CryoEM); or Nuclear Magnetic Resonance (NMR),
HDX-MS probes without size limitations and is able to uniquely unravel protein dynamics un-
der diverse conditions.[4, 5] This flexibility combined with increasing throughput means HDX-
MS offers unparalleled insights for understanding challenging targets, such as G-Protein Cou-
pled Receptors (GPCRs),[6, 7] antibodies,[8-10] and Intrinsically Disordered Proteins (IDPs).[11,
12]

While HDX-MS is powerful for detecting conformational changes, the technique presents a
fundamental interpretive challenge. HDX-MS reports deuterium uptake at the peptide level,
not the residue level.[13, 14] An HDX-MS experiment produces uptake curves for overlapping
peptide fragments, each representing an average over all exchangeable amide positions within
that peptide. This means that a single uptake curve can arise from many different underlying
structural scenarios. For example, a peptide region that transiently unfolds a helix may appear
identical to one that samples multiple partially protected states. Without additional structural
context, determining which conformational states give rise to an observed uptake pattern is

fundamentally ambiguous.
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To address this ambiguity, researchers increasingly turn to molecular simulations for structural
hypotheses.[14-19] Given a collection of candidate protein conformations from simulation, one
can predict what HDX-MS uptake each conformation would produce, then adjust how much
each conformation contributes to find the combination that best matches experiment. This pro-
cess of adjusting structural contributions, referred to as ensemble reweighting, allows proposed
conformational states to be tested against experimental data.[13—20] When successful, ensem-
ble reweighting can reveal which conformations are consistent with experiment and which are

not, providing pseudo-structural models of protein behaviour in solution.[13, 15, 20]

However, current implementations of ensemble reweighting face a critical validation problem.
In typical scenarios, good agreement does not always lead to correct solutions. The same exper-
imental data can often be fit equally well by dramatically different structural ensembles. This
occurs because the structure-to-uptake models used for prediction, while based on physical
principles of hydrogen bonding and solvent exposure,[21, 22] are approximate and introduce
systematic errors that accumulate at the peptide level.[23, 24] Without a means to distinguish
genuinely correct solutions from fortuitously good fits, ensemble reweighting cannot reliably

discriminate between competing structural hypotheses.

A second, related problem is overfitting. Because HDX-MS peptides overlap extensively, fitting
all peptides simultaneously can mask poor model performance. Errors in one region can be
compensated by implausible structural distortions elsewhere. Standard practice reports only
training error, how well the model fits the data it was optimised against, but this metric is
demonstrably unreliable. An ensemble containing entirely incorrect structures can achieve low
training error simply by exploiting the flexibility of the fitting procedure. What is needed in-
stead is a framework that tests whether a model generalises; ie., this is to ask whether a fitted
ensemble model can predict uptake for peptides it was not trained on and what structural ad-

justments were necessary to achieve the fit.

In this work we present ValDX, a validation framework designed to solve these proble,s. ValDX
provides the user with two key capabilities. First, it implements rigorous data splitting to evalu-
ate whether ensemble models generalise beyond their training data. Specifically, because HDX-
MS peptides overlap, naive random splitting causes information to leak between training and
test sets; ValDX employs redundancy-aware and spatially-informed splitting strategies to en-
sure that validation error reflects true predictive performance. Second, ValDX introduces ‘Work
Done’” metrics that quantify the cost of fitting, how much the optimizer must distort the original

structural ensemble to match experiment. When fitting requires large distortions, this signals
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that the starting ensemble may lack the correct conformational states; when small adjustments

suffice, this suggests the ensemble was already representative of solution behaviour.
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Figure 1: ValDX workflow for integrating HDX-MS data with biomolecular simulations. The
workflow consists of three main phases: (1) Assemble data - HDX-MS peptide data (left)
is split using multiple strategies including Random Split, Sequential Split, Redundant Aware
Split, and Spatial Split to create training and validation datasets while preventing data leakage.
(2) Fitting - Structural hypotheses are generated from principal component analysis (right),
from which structural features are computed. The training model is optimized across multi-
ple data splits and replicates using Maximum Entropy Reweighting to balance fitting strength
with Work Done. Validation error is computed on held-out data (left). (3) Inference - Struc-
tural changes during optimization are extrapolated to calculate Work Done during optimiza-
tion which are more sensitive than error (left). Ensemble hypotheses are selected by work done
across data-splits and metrics (right) . (4) Applications - The framework enables comparative
hypothesis testing, assessment of individual structures, fitting of parameters and weights, per-
formance evaluation of clustered ensembles, and quantification of noise sensitivity, providing a
statistically rigorous framework for advancing HDX-MS from qualitative to quantitative struc-
tural analysis.

Central to this workflow (Figure 1) is the recognition that standard error metrics alone can-
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not validate structural conclusions. Data splitting is a well-established approach in machine
learning to test whether a model captures genuine patterns rather than noise. By fitting on a
subset of data (training set) and evaluating on the remainder (validation set), one can assess
generalisability. However, applying data splitting to HDX-MS is not straightforward. Because
peptides overlap, and the same residues can appear in multiple peptides, a random split will
include peptides in the validation set whose uptake is predictable from training peptides cover-
ing similar regions. This information leakage inflates apparent validation performance. ValDX
addresses this through multiple split types: random splits (as a baseline), sequential splits (en-
suring validation peptides do not overlap with training), redundancy-aware splits (explicitly
accounting for shared residue coverage), and spatial splits (grouping peptides by structural re-
gion). Exact algorithmic details can be found in the Assessing Global vs. Local Scales through

Peptide Splitting section in Materials and Methods.

The second cornerstone of ValDX is the quantification of optimisation cost. When ensemble
reweighting adjusts structural contributions to fit experimental data, it performs ‘work” on the
ensemble-average distribution. We define three complementary Work Done metrics: Workgpape
measures how much the protection factors change (capturing whether the optimizer is skewing
the dynamics), while Workgc,1e measures the magnitude or scale of protection factor changes.
Workdensity quantifies the extent of protection factor reorganisation, this measures how confor-

mational states are redistributed at the ensemble-average level.

Critically, these metrics are computed independently of HDX-MS uptake predictions. This inde-
pendence is essential as it eliminates systematic, confounding errors from residue-peptide mis-
matches. As aresult, precise statements can be made about structural hypotheses. For example,
if a fit requires dramatic redistribution of weights or model parameters (high Work Done) yet
achieves good experimental agreement, this indicates the starting ensemble was structurally
deficient. Conversely, ensembles that fit well with minimal weight/parameter adjustment are
more likely to represent genuine solution conformations. Complete derivations for these met-

rics are provided in Derivation of Work Done Metrics within the Additional Experiment Plots.

We systematically apply ValDX across proteins spanning diverse conformational behaviours
to demonstrate its broad applicability. These systems range from 58 to 474 residues and in-
clude rigid proteins with well-defined folds, flexible multi-domain systems, and intrinsically
disordered proteins. Details of each protein and associated HDX-MS data are provided in HDX
Data. For each system, we generate standardised structural ensembles using hierarchical pro-

tocols (described in Ensemble Generation Experiments in Materials and Methods) to ensure
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findings are comparable across systems and ensemble generation methods. Pairwise distance
comparisons for all ensembles are provided in Ensemble Analyses within the Additional Ex-

periment Plots.

Through these experiments, we establish that conventional training error metrics fail to iden-
tify correct structural ensembles even under ideal conditions, while the combination of vali-
dation error and Work Done metrics provides robust discrimination. We show that ensemble
reweighting is sensitive to the presence of incorrect structures, demonstrate optimal fitting pro-
tocols, and determine that meaningful ensemble representation can often be achieved with as
few as 10-13 carefully selected structures. Together, these findings provide a rigorous founda-
tion for advancing HDX-MS from a qualitative probe of conformational change to a quantitative

structural technique capable of distinguishing between competing mechanistic hypotheses.

2 Results

2.1 Conceptual Framework for Ensemble Validation

Integrating structural ensembles with HDX-MS data presents a fundamental validation chal-
lenge: experimental agreement alone cannot distinguish an ensemble that genuinely represents
solution-state dynamics from one that has been forced into agreement through overfitting. This
ambiguity arises because the optimisation process possesses sufficient degrees of freedom to
accommodate incorrect structural hypotheses, producing low prediction errors that mask un-
derlying deficiencies. The ValDX framework addresses this limitation by quantifying not only
predictive accuracy but also the magnitude of ensemble modification required to achieve that
accuracy, a quantity termed “Work Done” that provides essential complementary information

about structural representativeness.

Optimisation Parameters and Their Physical Interpretation. The fitting procedure can mod-
ify two distinct sets of parameters, each with clear physical meaning. First, ensemble popula-
tion weights control the fractional contribution of each conformational state to the predicted
HDX signal. Adjusting these weights corresponds physically to rebalancing how frequently the
protein visits each conformation in solution; a representative ensemble requires minimal pop-
ulation redistribution. Second, the Best-Vendruscolo model parameters (Sc for heavy-atom
contacts, Sy for hydrogen bonds) govern how structural features translate into residue-level
protection factors. These parameters primarily compensate for systematic differences between

experimental conditions (pH, temperature, quench efficiency) and the conditions under which
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the model was originally calibrated, manifesting as uniform shifts in predicted exchange rates.

Work Done Metrics: Statistical Quantities with Structural Meaning. The Work Done frame-
work employs metrics derived from information-theoretic principles within the Maximum En-
tropy formalism, expressed in energy units (kJ/mol) to facilitate physical interpretation. We
emphasise that these quantities represent statistical distances between probability distributions
rather than thermodynamic state functions, though the mathematical analogy to thermody-
namic potentials provides useful physical intuition. Smaller values consistently indicate more
representative ensembles that required less modification to match experimental observations.

Uniform energy scaling facilitates comparison of Work Done metrics across systems.

The metric Workghape (denoted A Hopt by analogy to enthalpy) quantifies changes in the relative
pattern of protection factors across residues. Specifically, mean-centred deviations in the pro-
tection factor distribution. Large values indicate that optimisation substantially reorganised
which protein regions appear protected versus solvent-exposed, typically signifying incorrect
local structure, erroneous hydrogen-bonding networks, or missing conformational states that

would explain regional exchange behaviour.

The metric Workg,je (AHgps) captures changes in the overall magnitude of predicted protection,
reflecting uniform scaling of exchange rates across the protein. Elevated values suggest system-
atic mismatch between experimental conditions and model calibration rather than structural
deficiencies, and typically indicate that model parameter recalibration should be considered

before rejecting the ensemble hypothesis.

The metric Workgensity (denoted —T'ASypt by analogy to entropic contributions) quantifies the
reorganisation of ensemble-average protection factors during optimisation. Large values indi-
cate that the optimiser substantially shifted the distribution of protection factors, suggesting
that the initial conformational sampling was skewed relative to the true solution-state popula-

tions or that important conformational states were inadequately sampled.

The total Workopt (AGOpt) combines shape and density contributions, providing the primary
summary metric for ensemble comparison. This quantity represents the total information-
theoretic cost of transforming the initial ensemble hypothesis into one that matches experi-

mental observations.

Diagnostic Interpretation of Fitting Outcomes. Successful ensemble validation manifests as
low prediction error on withheld peptides (MSE,jidation) accompanied by small Work,p, indi-

cating that the ensemble matched experimental data without substantial modification. Repro-
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ducibility across replicate optimisations and consistency between data partitioning strategies

provide additional confidence in the result.

Several characteristic failure modes emerge from the interplay between error and Work metrics.
When low validation error accompanies high Work Done, the ensemble achieved experimen-
tal agreement through excessive modification. This is a signature of overfitting indicating that
the structural hypothesis should be considered cautiously, despite apparent predictive success.
Caution applied is proportionate to the spread of metrics across replicate optimisations. Con-
versely, simultaneous elevation of both error and Work signals a fundamentally inadequate
ensemble that could not match experimental observations even with substantial modification,
warranting exploration of alternative structural generation approaches. Isolated elevation of
Worke,1e with other metrics remaining low suggests experimental condition mismatch rather
than structural problems, directing attention toward model parameter calibration. Elevated
Workgensity in isolation indicates that the ensemble-average protection factor distribution was
substantially reorganised, pointing toward inadequate sampling or missing conformational
states. Finally, high Workgp,pe alone suggests local structural inaccuracies requiring examina-

tion of specific protein regions for misfolding or alternative conformations.

Data Splitting Strategies. Because HDX-MS peptides exhibit substantial sequence overlap,
standard random splitting risks information leakage wherein validation peptides share ex-
change information with training peptides. ValDX employs two complementary, overlap-aware
splitting strategies designed to probe ensemble quality at different structural scales. Non-
Redundant splitting clusters peptides by sequence position before partitioning, ensuring val-
idation peptides represent genuinely withheld sequence regions and testing whether the en-
semble captures global protein behaviour. Spatial splitting withholds peptides covering con-
tiguous three-dimensional regions, testing whether the ensemble accurately represents local or

substructural dynamics.

On top of within-split reproducibility, between-split consistency or agreement provides a pow-
erful diagnostic tool. Orthogonal to confidence, agreement is useful to identify true structural
inadequacies from artifacts of peptide selection, as different splitting strategies probe distinct
structural aspects. Good metric agreement (small distance between averages) between split-
ting strategies indicates reliable structural representation; discrepancies reveal scale-dependent

ensemble deficiencies that inform subsequent structural refinement.
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2.2 Ensemble integration success is insufficiently explained by training error
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Figure 2: Training error fails to distinguish ensembles with correct versus incorrect confor-
mational populations in Iso-Validation benchmark experiments. (A) TeaA domain ensemble
clustering by RMSD (<1.0 A) to open (blue) and closed (cyan/orange) reference states, yield-
ing two test ensembles. RMSD density distributions for (B) open and (C) closed states com-
paring ISO-Trimodal (unclustered parent, gold) and ISO-Bimodal (clustered, indigo) ensem-
bles. Both ensembles fitted to synthetic HDX data with known 40:60 open:closed population.
Training error (MSEtyaining) versus Apparent Work (Workgpxer) for (D) ISO-Bimodal and (E)
ISO-Trimodal across four split-types (Non-Redundant, green; Spatial, grey; Random, fuchsia;
Sequential, black); point size indicates regularisation strength (yHpxer). Ground-truth Open
State Recovery (%, normalised to target 40%) versus MSEtyaining for (F) ISO-Bimodal and (G)
ISO-Trimodal, demonstrating training error cannot predict population recovery for ensembles
containing incorrect intermediate structures. Open State Recovery versus Apparent Workppxer
for (H) ISO-Bimodal and (I) ISO-Trimodal, showing Work Done metrics consistently correlate
with ground-truth performance independent of split-type choice. Results establish that match-
ing experimental uptake curves is insufficient to verify conformational population accuracy. 9
Work Done metrics provide essential complementary information about ensemble quality.
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Traditional assessments of ensemble-data integration rely on minimising prediction errors, or
how well computed HDX-uptake curves match experimental measurements. We investigated
whether this error-centric paradigm adequately captures integration success, particularly when
multiple structural hypotheses yield similar experimental agreement. To address this ques-
tion with a known baseline or ground truth, we developed the Iso-Validation benchmark us-
ing TeaA, a domain of the membrane transporter complex TeaABC, that undergoes large-scale
conformational transitions between open and closed states during substrate transport (Fig-
ure 2).[13] These conformational changes, captured in published Molecular Dynamics (MD)
trajectories, provide structurally distinct functional states, an ideal system for testing whether
current metrics can distinguish correct from incorrect ensemble reweighting.[13] The experi-

mental protocol is detailed in Case Study Protocols within Materials and Methods.

To establish controlled conditions enabling direct accuracy measurement, we generated syn-
thetic HDX-uptake data with known conformational populations. We first clustered the MD
ensemble by Root Mean Squared Deviation (RMSD) using a 1.0 A threshold relative to prede-
fined open and closed reference states (Figure 2A), then artificially modified the population
ratio from 5:95 to 40:60 (open:closed) and predicted HDX-uptake curves from this reweighted
ensemble. This design guaranteed that the target populations could be recovered through en-
semble reweighting alone, enabling us to assess metric performance against ground truth. We
created two structural hypotheses: ISO-Trimodal (gold), the parent unclustered ensemble in-
cluding intermediate conformations, and ISO-Bimodal (indigo), the clustered ensemble repre-
senting only the two functional end-states (Figure 2B-C). Critically, ISO-Bimodal contains ex-
clusively ground-truth structures present in the synthetic data, while ISO-Trimodal includes in-
termediate conformations absent from the target. We performed ensemble optimisation across
a range of vHpxer Values, a regularisation parameter that controls the balance between fitting
the experimental data (high 7) versus maintaining the prior ensemble populations (low 7), fol-
lowing standard practice in Maximum Entropy reweighting.[13, 17, 25-27] The experimental
design employed four split-types with three replicates each: Random (fuchsia) and Sequential
(black), representing standard approaches, alongside our Non-Redundant (green) and Spatial
(grey) methods that account for peptide overlap. Training error (MSEtraining) Was computed
on the fitting peptides, as detailed in HDXer Loss Function. In Figure 2D-E, we plot MSE tyaining

against Apparent Workppxer, with increasing point size indicating ascending yHpxer values.

Training error failed to distinguish between ensembles despite their fundamentally different
structural content, important given that ISO-Bimodal contains only true conformational states

while ISO-Trimodal includes irrelevant intermediates. Both ensembles achieved similarly low

10
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MSETraining values, demonstrating that uptake agreement alone cannot verify population re-
covery. While this inseparability might initially suggest insufficient model sensitivity, closer
examination revealed a more subtle pattern. The variation in training error between different
split-types of the same ensemble exceeded the variation between different ensembles using iden-
tical splits. Since split-replicates maintain consistent peptide distributions across both ensem-
ble experiments, this pattern indicates that optimisation is highly dependent on which specific
peptides are used for training—peptide sampling artifacts dominate over genuine structural

differences.

We tested training error directly against ground truth by comparing MSEtyaining to Open State
Recovery%, our uptake-independent metric normalised to the target population of 0.4 (40%).
Because our synthetic data derived from structures with known population ratios, the recov-
ered fraction of open-state structures provided a direct, model-independent measure of inte-
gration success. The comparison revealed an informative asymmetry. For ISO-Bimodal (Fig-
ure 2F), lower training error did correlate with improved ground-truth recovery, reaching a
performance plateau between 80-90% across all split-types, the ensemble containing only cor-
rect structures could be successfully reweighted when guided by uptake error alone. However,
for ISO-Trimodal (Figure 2G), the relationship collapsed. Open State Recovery struggled to ex-
ceed 40% for three of four split-types despite achieving low training error comparable to ISO-
Bimodal. The presence of intermediate structures, plausible conformations absent from the
true ensemble, prevented accurate population recovery even when uptake curves matched ex-
perimental targets. Since our optimisation employed the self-consistent Best-Vendruscolo (BV)
protection factor model (Equation BV Model), we could exclude peptide-level uptake predic-
tion limitations as the source of this failure. These results establish that predicted-experimental
uptake error is insufficient for assessing whether ensemble populations reflect true conforma-

tional distributions.

Given the limitations of error-based metrics, we investigated whether Work Done metrics, which
quantify ensemble modification during optimisation, might better assess integration quality.
We compared ground-truth Open State Recovery% against Apparent Workppxer, the Work
Done computed by HDXer on training data. The relationship proved substantially more infor-
mative: for both ensembles, increasing Apparent Workppxer consistently indicated improved
Open State Recovery% (Figure 2H-I). Importantly, Apparent Workppxer distributions showed
greater consistency across split-types than MSErining distributions, as detailed in Figure S9.
This stability is critical because biomolecular simulations vary in quality and representative-

ness; a metric that fluctuates based on arbitrary peptide selection cannot reliably guide ensem-

11
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ble evaluation.

To quantify metric performance systematically, we performed multiple linear regression to as-
sess the independent predictive utility of MSEyaining and Apparent Workgpxer for ground-truth
Open State Recovery% (complete methodology in Metric Quality Quantification). By fitting
both metrics simultaneously in a standardised model (Equation S1), we isolated their distinct
contributions to explaining population recovery. The results, shown in Figure S10.A, revealed
Work Done as the dominant predictor. For ISO-Bimodal, Apparent Workppxer showed strong
positive association (standardised coefficient § = 9.62, partial R* = 0.066) while training er-
ror contributed weakly and negatively (§ = —6.37, partial R? = 0.040). This trend intensified
for ISO-Trimodal, Apparent Workppxer maintained robust predictive power (6 = 10.62, par-
tial R? = 0.129) while training error became essentially uninformative (¢ = —0.13, partial
R? ~ 0.000). These standardised coefficients demonstrate that Apparent Workppxer provides
substantially greater insight than MSETraining, particularly when ensembles contain structurally

plausible but functionally incorrect conformations.

Beyond predictive value, we assessed metric robustness using variance decomposition analysis.
We computed stability indices quantifying the proportion of total variance arising from within-
split rather than between-split variation (Equation S5). Apparent Workypxer proved remark-
ably stable across split-types for both ensembles (ISO-Bimodal: 0.809; ISO-Trimodal: 0.977),
indicating minimal sensitivity to peptide selection (Figure S10.D). In stark contrast, MSETraining
exhibited extremely low stability (ISO-Bimodal: 0.079; ISO-Trimodal: 0.070), confirming strong
dependence on which peptides comprise the training set. Coefficient of variation analysis re-
inforced this conclusion (Figure S10.E): Apparent Workppxer showed low variability across
splits (CV = 0.018-0.049) while MSEtaining exhibited approximately four-fold higher variability
(CV =0.171-0.191). ANOVA analysis (Figure S10.B-C) confirmed this pattern quantitatively.
Split-type choice explained substantial variance in MSETraming (effect size n? = 0.132-0.147;
F = 11.7-13.2, p < 0.001) but had negligible impact on Apparent Workppxer (7°> = 0.000-
0.003; F = 0.0-0.2, p > 0.05).

This robustness is particularly significant for practical applications where simulation quality
cannot be guaranteed a priori. The contrasting behaviours demonstrate that MSETraining primar-
ily reflects peptide sampling artifacts, arbitrary consequences of which peptides were selected
for fitting, rather than genuine ensemble quality differences. In contrast, Apparent Workipxer
captures structural representativeness independent of data partitioning strategy. Taken to-

gether, these analyses establish Apparent Workppxer as a superior metric for assessing ensemble
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optimisation, combining greater predictive power for ground-truth recovery with remarkable

stability across experimental design choices.

These results motivated development of the complete ValDX workflow. While Iso-Validation
enabled direct ground-truth comparison through synthetic data, realistic integration scenar-
ios lack such reference points. In practice, validation error (MSEy,jidation), €rror computed on
peptides withheld during optimisation, becomes our only available proxy for assessing gen-
eralisation to unseen data. However, when applied to experimental peptide datasets, Random
and Sequential splits provided no additional discriminatory power beyond training error. Con-
sequently, all subsequent experiments employ exclusively Non-Redundant and Spatial split-
types, which account for peptide redundancy and provide complementary structural perspec-

tives.
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2.3 Work Done metrics reveal distinct ensemble representativeness at global and

local structural scales
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Figure 3: Work Done metrics distinguish ensemble representativeness at multiple structural scales in
BPTI. AlphaFold2 MSA-subsampling captures a rare hairpin-opening state (blue) missed by conven-
tional MD (pink). (A) Structural divergence quantified by Wasserstein distance (W;) between MD-
1Start and AF2-Filtered ensembles, with largest differences (0.5A) at flexible termini and disulphide-
containing outer loop. (B) Principal component analysis reveals AF2-Filtered samples a conformational
superset of MD-1Start, including a minor basin corresponding to outer-hairpin opening. (C) Validation
error (MSEvalidation) fails to distinguish ensembles for either global (Non-Redundant, green) or local
(Spatial, grey) data partitions despite structural differences. (D) Validation error change upon opti-
misation (AMSE) shows both ensembles require minimal adjustment, with statistically insignificant
differences. (E) Energy-scaled prediction magnitude changes (Workghape ) successfully separate ensem-
bles, revealing MD-1Start better represents global structure (Non-Redundant) while AF2-Filtered better
represents local structure (Spatial). (F) Protection factor reorganisation intensity (Workgensity) strength-
ens discrimination, with highly significant Spatial-split difference indicating fundamental distinctions in
sub-structural conformational coverage. (G) Systematic comparison of ensemble generation approaches
plotting validation error change versus total Work Done reveals MD-1Start and AF2-Filtered as most rep-
resentative (smallest modifications required), clearly separated from enhanced-sampling MD-TFES and
geometrically unfiltered AF2-MSAss. Work Done metrics provide quantitative assessment of conforma
tional representativeness that operates simultaneously at global and local structural scales, enabling
objective comparison of structural hypotheses.
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Having established that training error alone is insufficient to evaluate ensemble quality, we
applied the ValDX framework to real experimental HDX-MS data to test whether Work Done
metrics could distinguish between structurally similar yet biologically distinct ensemble pro-
posals. We chose Bovine Pancreatic Trypsin Inhibitor (BPTI), a well-characterised small protein
commonly used for method validation whose conformational dynamics have been extensively
studied.[28-33] This protein’s rigid core and flexible terminal regions make it an ideal test case
for evaluating whether our metrics can detect subtle conformational differences that arise from
different ensemble generation approaches. This is a critical capability for assessing structural

hypotheses in less well-studied systems.

We compared two ensemble generation methods that sample BPTI conformational space dif-
terently. The first, MD-1Start, represents conventional equilibrium molecular dynamics initi-
ated from a single high-quality crystal structure (five independent 20 ns simulations, 100 ns
total production time). The second, AF2-Filtered, leverages recent advances in deep learning-
based structure prediction: we generated diverse conformations using AlphaFold2 with Multi-
ple Sequence Alignment (MSA) subsampling via ColabFold,[34] then filtered the output to
remove physically implausible geometries. This comparison directly tests whether statisti-
cal approaches, which sample global conformational changes through evolutionary variation
rather than local physical dynamics, can capture relevant solution-state protein behaviour when
compared to traditional simulation methods for BPTI. Both ensembles underwent identical fit-
ting procedures: reweighting ensemble populations to align against experimental HDX-uptake
without modifying structures themselves (RW-only), across three replicate data partitions for
both Non-Redundant splits (testing global consistency over all peptides, accounting for over-
lap) and Spatial splits (testing local consistency by withholding spatially contiguous peptide
clusters). Complete ensemble generation and fitting protocols are detailed in Reweighting-
Only Protocol under Case Study Protocols in Materials and Methods, with AlphaFold2 proce-
dures in AlphaFold Experiments.

The two ensembles exhibit meaningful structural differences despite sampling the same pro-
tein to an equivalent level of computational expense. To quantify these differences objectively,
we computed the Wasserstein; distance (W) for pairwise C,, distances across all residue pairs
(Figure 3.A). W, measures the minimum local structural transformation required to convert
one conformational distribution of contacts into another, as detailed in Quantifying Ensem-
ble Similarity and Conformational Coverage. The largest structural divergence appeared at
BPTI’s flexible N- and C-termini (WW; = 0.5 A) and, more significantly, at the disulphide bridge-

containing outer loop of the hairpin turn. This hairpin region is particularly informative as
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localised conformational diversity here correlates with global conformational changes relevant
to BPTI's solution behaviour.[35, 36 ] While 20 ns per replicate (100 ns total) is clearly not suffi-
cient to obtain conformational coverage in MD-1Start, even publically available 1 ms MD sim-
ulations show incomplete sampling of this region, relative to predictions from experimental
studies.[37] Complete coverage of the in vitro disulphide torsion angles involves isomerisation.
While molecular mechanics prohibit bond breaking, we address this by generating ensembles

with multiple starting conformations or topologies (MD-10Start and MD-TFES).

Principal Component Analysis (PCA) revealed the global structural relationship between AF2-
Filtered and MD-1Start: AF2-Filtered forms a superset of MD-1Start, sharing the primary con-
formational basin while additionally sampling a minor well corresponding to opening of the
outer-hairpin turn. (Figure 3.B, details in Quantifying Ensemble Similarity and Conforma-
tional Coverage). These ensemble properties raise an important biological question: do rare,
hairpin-opening states exist in solution, or does AlphaFold2’s sampling strategy introduce con-
formational heterogeneity absent from the true ensemble? Answering this question requires

methods that go beyond structural comparison alone.

Traditional validation metrics failed to resolve this biological question. Despite their structural
differences, neither Non-Redundant nor Spatial data partitions revealed significant differences
in validation error (MSEvajidation) between MD-1Start and AF2-Filtered (p =0.765 to 0.975,
Figure 3.C). We examined whether measuring the change in validation error before and af-
ter optimisation (AMSE,t) might provide better discrimination. If one ensemble requires less
error reduction to fit the data, it should represent the solution state more faithfully. However,
both ensembles benefited only modestly from reweighting, with MD-1Start showing slightly
greater improvement that remained statistically insignificant (p =0.17 to 0.824, Figure 3.D).
These results confirm our Iso-Validation findings. When structure-uptake prediction models
have inherent accuracy limitations, validation error lacks sufficient statistical power to distin-
guish between plausible ensemble hypotheses, even when we measure error reduction rather

than absolute error magnitude.

Work Done metrics successfully distinguished the ensembles where validation error could not.
We first measured Workgpape, which quantifies the energy-scaled magnitude of changes in pre-
dicted protection factor distributions between the initial and optimised ensembles. Opera-
tionally, this metric captures how much the optimizer needed to shift the overall HDX-uptake
predictions (faster or slower exchange) to match experimental data. Smaller values indicate the

initial ensemble already predicted exchange rates close to experimental observations, suggest-
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ing more representative structural proposals. The results strongly supported this interpreta-
tion. Workghape successfully separated the two ensembles with improved statistical significance
compared to validation error (Non-Redundant: p = 0.249; Spatial: p = 0.0517, Figure 3.E). No-
tably, ensemble performance depended on the structural scale probed by each data partition:
MD-1Start required less modification than AF2-Filtered when tested globally (Non-Redundant
split), indicating better representation of BPTI’s overall conformational ensemble, but required
more modification when tested locally (Spatial split), suggesting AF2-Filtered captures sub-

structural flexibility more effectively.

To understand whether these differences reflected conformational density coverage or pre-
diction magnitude shifts, we examined Workgensity, the information-theoretic entropy change
quantifying the reorganisation of ensemble-average protection factors during optimisation. This
metric revealed substantially stronger discrimination (Non-Redundant: p = 0.15; Spatial: p =
0.000678, Figure 3.F), with the highly significant Spatial split result demonstrating that the two
ensembles differ fundamentally in how well they represent local conformational heterogeneity.
Large Workgensity values indicate the optimizer needed to substantially reorganise the distribu-
tion of protection factors, either concentrating density onto specific conformational modes or

spreading it more broadly to match experimental exchange patterns.

The complementary information from both metrics allowed quantitative, multi-scale assess-
ment of ensemble representativeness. Considering Workghape and Workgensity together, the
data suggest that MD-1Start more faithfully represents BPTI’s global conformational ensemble
(requiring minimal protection factor reorganisation and magnitude adjustment when fitting
all peptides simultaneously), while AF2-Filtered provides superior coverage of sub-structural
flexibility (requiring less conformational reorganisation when fitting spatially localised pep-
tide clusters independently). The similarity between AF2-Filtered’s Spatial-split performance
and MD-1Start’s Non-Redundant-split performance in terms of protection factor reorganisation
suggests that AlphaFold2’s MSA-driven sampling captures aspects of local conformational het-
erogeneity reasonably well, even though it samples a broader conformational range globally.
Notably, despite both ensembles showing a low median W; distance of 0.25 A for ensemble-
average pairwise C, distances and only modest shifts in PCA projections, these Work Done
analyses revealed functionally important differences invisible to global structural metrics. This

demonstrates that conformational representativeness operates at multiple structural scales.

To place these findings in broader context, we compared MD-1Start and AF2-Filtered against a

systematic panel of ensemble generation approaches by plotting validation error change (AMSE)
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against total Work Done (Workpt, Figure 3.G). The panel of ensembles, whose protocols are de-
tailed in Materials and Methods, was designed not to represent optimised workflows but rather
to systematically probe how different sampling strategies affect ensemble representativeness:
varying initial structure quality, simulation time, and diversity enhancement methods. This al-
lows direct comparison of shared and distinct properties across different systems without con-
founding protocol-specific optimisation choices. The comparison revealed MD-1Start and AF2-
Filtered as our most representative BPTI ensembles, requiring the smallest modifications upon
optimisation (particularly evident in Spatial splits, marked by crosses). In Non-Redundant
splits (circles), AF2-Filtered’s total Work Done approached that of MD-10Start (equilibrium
MD initiated from ten diverse conformational starting points), with overlapping confidence
intervals suggesting comparable global representativeness. These three ensembles separated
clearly from two substantially less representative proposals. These include: MD-TFES (an en-
semble generated using Topology Frontier Expansion Sampling, an enhanced seeding algo-
rithm designed to maximise structural diversity under equilibrium dynamics, see MD Experi-

ments) and the unfiltered AF2-MSAss ensemble prior to geometric filtering.

The relative positioning of these ensembles raises an important question on how to separate
genuine population shifts from structural implausibility. To distinguish these scenarios, we
quantified optimisation reproducibility across replicate measurements. Since optimisation con-
fidence and parameter uncertainty are inversely related, we computed the multivariate stan-
dard deviation (o) of Workgcate and Workgensity across the three data-split replicates (Figure S11).
These metrics capture fundamental ensemble-level properties: Works,jc measures overall shifts
in protection factor magnitude (reflecting systematic over- or under-prediction of exchange
rates), while Workgensity measures the intensity of protection factor reorganisation (reflect-
ing how much the ensemble-average distribution must shift to match data). Low multivari-
ate spread indicates the optimizer converges reproducibly regardless of which specific pep-
tides comprise training versus validation sets, suggesting the ensemble contains primarily valid
structures that can be consistently reweighted. High spread indicates fitting instability, differ-
ent peptide selections drive the optimizer toward incompatible solutions. This suggests struc-

tural implausibility or severe conformational imbalance.

MD-1Start proved both representative (requiring small Work Done) and confident (achiev-
ing reproducible fits) in both structural scales (¢ = 0.03 for both splits, Figure S11.C), con-
firming equilibrium MD from high-quality crystal structures provides reliable conformational
sampling for this rigid protein. In contrast, AF2-Filtered showed modestly improved confi-

dence in Spatial splits (¢ = 0.02) but substantially reduced confidence in Non-Redundant splits
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(o0 = 0.40, Figure S11.B) comparable to MD-10Start’s Non-Redundant performance (o = 0.49,
Figure S11.D). This asymmetry reveals distinct strengths. MD-1Start produces equally reliable
fits at both global and local structural scales, whereas AF2-Filtered fitting is robust primarily
for sub-structural regions. The confidence pattern suggests that despite lower reproducibility,
AF2-Filtered’s global fitting behaviour resembles MD-10Start, both ensembles require substan-
tial shifts in protection factor magnitude to achieve global consistency (high Works,j. in Non-
Redundant splits), indicating they systematically over- or under-predict exchange rates even

when local conformational heterogeneity is reasonably captured.

This confidence analysis exposed distinct requirements for different ensemble types during
optimisation. Despite lower global reproducibility, MD-10Start showed similar Workg.,je to
AF2-Filtered across most replicates in Non-Redundant splits (Figure S11.D versus .B), indicat-
ing both ensembles require comparable magnitude adjustments to fit global HDX patterns de-
spite AF2-Filtered’s superior local density coverage. Conversely, MD-1Start required minimal
Workgcale in both splits yet showed larger Workgensity in Spatial splits, demonstrating that while
its predicted exchange magnitudes match experimental observations accurately at all scales,
local conformational differences still demand reorganisation of protection factors to capture re-
gional heterogeneity. MD-10Start’s overlapping behaviour between Non-Redundant and Spa-
tial splits in both Workscae and Workgensity space indicates a conformational density estimate
that is skewed. This means not incorrect in structure quality, but imbalanced in population dis-
tribution. This is consistent with this ensemble containing diverse yet individually plausible

conformations that collectively require rebalancing.

Meanwhile, MD-TFES demonstrated that large protection factor reorganisation requirements
(Workgensity) do not necessarily indicate structural implausibility when accompanied by rea-
sonable fitting confidence. Despite requiring substantial conformational reorganisation, MD-
TFES maintained better reproducibility than MD-10Start (o =0.23 to 0.38 versus 0.31 to 0.49,
Figure S11.E), with Workgensity approaching, but remaining distinctly lower than, the unfiltered
AF2-MSAss ensemble (Figure S11.A, 0 =1.30 to 1.35). As MD-TFES represents our broad-
est coverage of geometrically valid structures through enhanced sampling of conformational
frontier regions, and thus our most deliberately non-equilibrium density estimate for a small,
relatively rigid protein like BPTI, this comparison demonstrates a key capability of our frame-
work: distinguishing genuine conformational diversity present in valid but unnatural density
estimates (MD-TFES, which maintains fitting stability) from structural implausibility arising
from geometric violations (unfiltered AF2-MSAss, which shows both extreme Work Done re-

quirements and fitting instability). The combination of Workgensity magnitude and confidence
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metrics thus provides orthogonal information. Large protection factor reorganisation accom-
panied by reproducible fitting indicates sampling bias rather than invalid structures, whilst

irreproducible fitting indicates geometric problems.

These results establish that quantitative comparison across multiple ensembles enables robust
structural hypothesis evaluation without requiring detailed prior system knowledge or direct
pairwise ensemble comparisons. By systematically combining data partitioning strategies that
probe different structural scales (global Non-Redundant versus local Spatial) with Work Done
metrics that capture distinct optimisation requirements (magnitude shifts via Workgpape /scale
versus protection factor reorganisation via Workgensity) and confidence assessments that dis-
tinguish sampling artifacts from structural problems (multivariate spread across replicates),
structural proposals can be ranked and differentiated as an integrated set rather than in iso-
lation. While BPTI benefits from extensive literature characterisation enabling retrospective
validation, this multi-scale, multi-metric analysis provides a practical blueprint for evaluat-
ing HDX-MS data against structural ensembles in systems where a structural ground-truth re-
mains unknown, true for most experimental applications. We therefore recommend that others
adopt similar complementary assessment approaches when comparing structural hypotheses
derived from different generation methods, particularly when traditional validation metrics
based solely on predicted-experimental agreement fail to provide adequate discrimination be-

tween plausible alternatives.
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2.4 Replicates facilitate uncertainty quantification in model parameter optimisa-

tion
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Figure 4: Model parameter optimisation demonstrates replicates facilitate uncertainty quantifi-
cation in HOIP case study. (A) Cartoon representations of AF2-MaxRank (left, forest green)
showing extended conformation and AF2-MaxPLDDT (right, neon green) showing compact
APO structure, both coloured along residue index with alpha helices (grey) and beta sheets
(black). (B) Validation error (MSEyalidation) Shows modest but significant differences be-
tween structures for both Non-Redundant (green) and Spatial (grey) splits. (C) Validation
error change upon optimisation (AMSE,pt) demonstrates two orders of magnitude larger scale
changes compared to structural reweighting, reflecting lack of regularisation in model param-
eter optimisation. (D) Prediction magnitude adjustments during optimisation (Workshape)
reveals extremely large values in some Non-Redundant replicates, indicating high variability
and lack of certainty in global-level fitting. (E) Protection factor reorganisation requirements
during optimisation (Workgensity) shows both structures are similar at local density estimates
but far from complete coverage, with AF2-MaxPLDDT showing better global conformational
density estimation. Comparison of AMSEp: across all structural hypotheses for (F) Non-
Redundant and (G) Spatial splits demonstrates that individual structures perform similarly
to AF2-Filtered ensemble but show less significant differences than MD ensembles, while AF2-
MSAss ensemble shows least change upon optimisation despite containing faulty structures.
Results indicate that unconstrained model parameter optimisation may not reliably identify
ensemble quality, contrasting with Maximum Entropy structural reweighting approaches. 23
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Having established our framework on BPTI using structural reweighting, we investigated whether
individual structures could be evaluated using model parameter optimisation alone, without
the computationally expensive ensemble reweighting employed previously. We hypothesised
that model parameter fitting, which adjusts only the global scale factors controlling uptake
magnitude to account for experimental conditions rather than reorganising protection factors,
would exhibit increased variance in the modifications required during optimisation. To test this
hypothesis, we performed model parameter optimisation experiments fitting solely the param-
eters that scale predicted uptake curves to match experimental conditions from default model
parametrisation, as detailed in Equation BV Model within Reweighting and Optimisation Meth-
ods. Since model parameter optimisation requires considerably less computational expense
than structural reweighting (approximately one-third of computation time spent on structural
feature calculation), we performed 10 replicates for both data splits to account for this reduced
complexity. Importantly, because model parameter fitting operates at the ensemble-average
level without modifying individual frame weights, we could evaluate not only complete en-
sembles but also individual structures in isolation. Experiment details can be found in Case

Study Protocols.

For this investigation we selected the flexible ubiquitinase HOIL-Interacting Protein-1 (HOIP),[38]
a system where conformational flexibility is essential to catalytic function but for which no rele-
vant crystal structure exists. This absence of a reference structure made HOIP an ideal test case
for our evaluation framework. We directly compared two structures, shown in Figure 4.A: the
highest confidence structure from ColabFold using default MSA settings (AF2-MaxRank, mea-
sured by predicted Local Distance Difference Test or pLDDT) and the highest scored structure
from the entire AF2-MSAss ensemble (AF2-MaxPLDDT). Both structures are physically plau-
sible and could potentially exist on HOIP’s conformational landscape. AF2-MaxRank adopts
an extended conformation that matches the HOLO complex structure obtained using nanobod-
ies as crystallisation co-factors (PDB: 65C6),[38] representing a direct example of AlphaFold2
overfitting to its training set by reproducing crystallographically stabilised conformations un-
likely to populate significantly in solution. In contrast, AF2-MaxPLDDT presents a more com-
pact structure with visibly less accessible surface area, which qualitatively appears more prob-
able for the APO state in solution. Despite being a more confident and plausible prediction,
the known flexibility of HOIP suggests this structure alone cannot fully represent the in vitro

dynamics.

We first examined validation error to assess whether traditional metrics could distinguish be-

tween these structures. Despite the questionable plausibility of the extended AF2-MaxRank
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conformation in solution, validation error (MSEv,jidation, Figure 4.B) showed no significant dif-
ferences between structures (p =0.267 to 0.530), consistent with our observations in Figure 3.
However, when we examined error change upon optimisation (AMSEyt, Figure 4.C), we ob-
served considerably higher significance than for validation error alone (p =0.0103 to 0.000 335).
Moreover, compared to structural reweighting with BPTI, the scale of AMSE,,; with model pa-
rameter optimisation on HOIP was two orders of magnitude larger, which we attribute to the

lack of regularisation in model parameter optimisation within HDXer.

We then examined our Work Done metrics to probe structural quality more deeply. For predic-
tion magnitude changes (Workghape, Figure 4.D), we observed increased values for both splits
relative to the BPTI case, with the Non-Redundant split showing extremely large values in some
replicates. This variability across replicates indicated a lack of certainty in the fit for both struc-

tures, exacerbated by the unconstrained nature of model parameter optimisation.

For protection factor reorganisation requirements (Workgensity, Figure 4.E), we observed that
both structures showed similar behaviour at the local structural scale, with low significance be-
tween structures across both splits (Non-Redundant: p = 0.0923, Spatial: p = 0.591). The con-
siderably large Workgensity values confirmed these individual structures are far from complete
conformational coverage, as expected for highly flexible proteins represented by single confor-
mations. Encouragingly, the more physically plausible AF2-MaxPLDDT structure, which also
has higher confidence by pLDDT, showed a better estimate of global conformational density.

To contextualise these individual structure results within our broader ensemble experiments,
we compared them across all HOIP structural hypotheses (Figure 4.F-G). The complete cross-
ensemble comparisons can be found in section Detailed Ensemble Confidence Assessment.
Examining the ensembles, AF2-Filtered (Figure S12.B) showed the second highest local con-
fidence (0 = 6.92) but the least global confidence (¢ = 18.52). Interestingly, AF2-MSAss (Fig-
ure S12.A) reported as the most confident ensemble in the Non-Redundant split (¢ = 11.98),
demonstrating that model parameter optimisation is insensitive to individual structure valid-
ity since fitting occurs at the ensemble-average level without distinguishing contributions from

individual frames.

To extend our analysis beyond uncertainty within individual splits, we developed a measure
of agreement between data splits by computing the RMSD of representative average values
of Workgensity and Worksale.  Agreement between splits suggests both Non-Redundant and
Spatial splits provide similar information on fitting success, which can probe structural defi-

ciencies present at both global and local structural-average levels. The use of 10 replicates en-
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abled robust quantification through median values. Despite containing only a single structure,
AF2-MaxRank (Figure S12.F) showed better agreement (7.92 kJ/mol) than most ensembles,
though extremely high Workg,je in some Non-Redundant replicates implied large magnitude
adjustments in HDX-uptake predictions are required to fit the global conformation. In terms of
median performance, AF2-MaxRank appeared comparable to the AF2-MSAss ensemble (Fig-
ure S12.A). While AF2-MSAss showed smaller, more physically plausible changes across many
metrics, multiple explanations exist for this behaviour since model parameter optimisation op-
erates solely at the ensemble-average level, including protection factor blurring from averag-
ing over diverse structures or magnitude differences from implausible structural geometries.
We therefore conclude that model parameter optimisation cannot provide information at the

individual-frame level of an ensemble.

Therefore, the most promising structural hypothesis without reweighting was MD-TFES (Fig-
ure S12.E). Despite showing the largest Workgensity across all hypotheses, MD-TFES demon-
strated strong confidence (¢ =15.92 to 17.28) in both splits relative to other valid ensembles,
particularly in the Non-Redundant split (¢ =15.92 to 18.52). Importantly, MD-TFES showed
the best split-type agreement amongst ensembles (6.18 kJ/mol), contrasting with MD-10Start
which exhibited similar Workg,e but poor agreement (18.08 kJ/mol) and worse confidence
(o0 =17.27 to 17.44). Since MD-TFES contains by design the most diverse range of valid con-
formations, its strong performance across ensembles aligns with the known flexibility and dy-

namics of HOIP in solution.

It is encouraging that unconstrained model parameter optimisation can be sensitive to both con-
formational shape and density representativeness. However, when compared to regularised
structural reweighting, we found that valid and invalid ensembles are not as clearly separated

by Work Done performance with model parameter optimisation alone.

From these results, we conclude that model parameter optimisation should be performed only
on ensembles known to contain plausible structures. When implausible structures are ex-
cluded, our results demonstrate that leveraging data splits and replicates enables structural
ensemble hypotheses to be quantitatively separated and ranked, though with less reliability
than Maximum Entropy reweighting approaches. We therefore suggest that researchers using
model parameter optimisation carefully validate ensemble quality before fitting, employ multi-
ple replicates to quantify uncertainty, and preferentially use regularised structural reweighting

approaches when computational resources permit.
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2.5 Optimisation protocol choice affects ensemble-model reliability

Table 1: Protocol Comparison: Optimisable Parameters and Distances Measured

Fitting Protocol BV-Only RW-Only RWafterBV BVafterRW MutualBVRW RWafterBV* BVafterRW*

BV-Parameters v v v v v v
Frame-Weights v v v v v v
Protocol Steps 1 1 2 2 1 2 2
Work Contribution BV-Only RW-Only = RW-Only BV-Only Both Both Both

Even when working with a structurally representative ensemble, the procedure used to opti-
mise model parameters can itself introduce overfitting. This question carries practical impor-
tance because accurate BV-model parameters are essential to unlocking the full potential of

HDX-MS.

HDX-MS’s key advantage is the ability to conduct experiments under diverse conditions. These
parameters control how experimental conditions (pH, temperature, quench efficiency) affect
exchange rates, yet their optimisation operates at the ensemble-average level without examin-
ing individual structural frames. We hypothesised that this lack of frame-level regularisation

would make fitting outcomes more sensitive to the choice of optimisation protocol.

Previous work has suggested that different protocols for optimising ensemble-model param-
eters produce comparable performance.[15] To test this claim systematically, we designed an
experiment comparing how different protocols perform when optimising model parameters
and frame weights in stages. All protocols were fitted to a single parent ensemble, allowing us
to isolate the effects of protocol design from ensemble quality. We selected the AF2-Filtered en-
semble from BPTI because BPTI is well characterised and, based on Ensemble representative-
ness assessment reveals scale-dependent structural quality, we were confident this ensemble
adequately represents the conformational landscape with sufficient structural coverage. This
represents an ideal scenario for model parameter optimisation, allowing us to attribute any per-
formance differences specifically to protocol design rather than deficiencies in the underlying

ensemble.

We tested five distinct optimisation protocols, summarised in Table 1. The three baseline ap-
proaches were standard HDXer protocols: BV-only (model parameters alone), RW-only (Max-
ENT reweighting alone), and MutualBVRW (both methods applied successively at each itera-
tion until convergence). To investigate what happens at each stage of combined approaches, we
created two additional protocols. We took the optimised ensembles resulting from BV-only and

RW-only and applied the complementary method as a second step, yielding BVafterRW and
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RWafterBV. Because our Work Done metrics measure changes from the most recent optimisa-
tion step, we additionally computed the total distance from the original unoptimised ensemble
for these two-step protocols, designating these as BVafterRW* and RWafterBV*. The protocols
are distinguished visually in Figure 5 through individual colours and cross-hatching patterns
that denote how the methods combine. Full experimental details are provided in Case Study

Protocols.
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Figure 5: HDXer protocol comparison demonstrates optimisation protocols can lead to overfit-
ting in BPTI case study. Comparison of five optimisation protocols applied to AF2-Filtered
ensemble: BV-Only (lime-yellow), RW-Only (green), RWafterBV (teal), BVafterRW (blue),
and MutualBVRW (dark blue with dots). Cross-hatching patterns denote composite meth-
ods combining individual optimisation approaches. For multi-stage protocols (RWafterBV and
BVafterRW), values shown indicate the most recent fitting stage. Therefore, RWafterBV* (pur-
ple) and BVafterRW* (dark purple) are provided for Work Done metrics that show the total
distance from the original unoptimised ensemble-model. (A) Validation error change upon
optimisation (AMSEpt) shows considerable spread for BV-only, RWafterBV, and MutualBVRW
protocols. Low significance for BV-containing protocols indicates sensitivity to training peptide
selection. (B) Free energy change during optimisation (Workpt) reveals BV optimisation leads
to overfitting (large values) in all cases except when RW-only is performed first (BVafterRW and
BVafterRW marked with asterisks). Two-step protocols show ensemble representativeness is
important for confident BV-model parameter fitting. (C) Enthalpy of scale change (Workcae)
demonstrates similar trends with overlapping ranges between RWafterBV and other model pa-
rameter protocols. Results indicate that unconstrained BV-only optimisation is prone to over-
fitting, while sequential application of RW-only followed by BV-only (BVafterRW) provides the
most robust parameter optimisation strategy, confirming that protocol choice significantly af-
fects ensemble-model generalisability even with representative ensembles. 29
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We first examined validation error changes (AMSEt) across protocols, shown in Figure 5.A.
Despite using a known representative ensemble, we observed considerable variability in re-
sults. The error distributions showed substantial spread for BV-only, RWafterBV, and Mu-
tualBVRW protocols, with RW-only being the only approach showing marginal significance
(p = 0.0831) compared to the other protocols (p =0.500 to 0.907). This low significance in er-
ror changes reinforced our earlier finding that unconstrained BV-only optimisation is sensitive
to which peptides comprise the training set. Notably, BVafterRW exhibited the lowest signifi-
cance (p = 0.907) yet also the smallest error spread, providing initial evidence that carefully
staged BV-only optimisation following reweighting might locate optimal parameters without

overfitting.

To obtain more precise information about optimisation success, we measured the free energy
changes during optimisation (Workgpt), presented in Figure 5.B. Here, we observed a clear
and consistent pattern. BV optimisation led to overfitting (indicated by large Work,,; values)
in all cases except when RW-only had been performed first. The BVafterRW and BVafterRW*
protocols showed markedly lower work values, suggesting that reweighting beforehand con-
strained the parameter search space effectively. Among protocols incorporating BV optimisa-
tion, BV-only and MutualBVRW showed similar significance levels (p =0.0116 to 0.0113), while
RWafterBV and RWafterBV* demonstrated the strongest significance (p =0.007 53 to 0.00945),
indicating that BV-model parameter changes dominate the protection factor modifications dur-

ing ensemble optimisation in most scenarios.

We next examined changes in the uptake scale (Workgg,le), shown in Figure 5.C. While the
trends paralleled those in Work,yt, the significance levels differed markedly. Apart from BVafterRW*
(p = 0.00329), most protocols showed only marginal significance (p =0.0819 to 0.185). Within
this marginally significant group, BVafterRW performed slightly better (p = 0.0819). These re-
sults together suggested that the BVafterRW protocol was most consistently capable of achiev-

ing successful fits.

To test the robustness of the optimised parameters more rigorously, we performed a re-optimisation
experiment. We took representative BV-model parameters and frame weights from the Mutual-
BVRW, RWafterBV, and BVafterRW protocols and performed an additional BV-only re-optimisation
step on each, as detailed in Figure S13.A-C. Because these protocols had already produced
ensemble-models with optimised parameters and weights, any changes induced by this ad-
ditional optimisation step reflected the stability and robustness of the original optimisation

outcome.
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The re-optimisation results confirmed BVafterRW as the most robust protocol. BVafterRW pro-
duced the most certain ensemble-models (¢ =1.20 to 3.99) and incurred the smallest me-
dian changes in both Workgensity and Workgcae (Figure S13.B). This stability indicated that
staged model parameter optimisation following MaxENT reweighting generates the most likely
ensemble-models. In contrast, both RWafterBV (¢ =6.26 to 6.41, Figure S13.A) and Mutual-
BVRW (0 =6.26 to 6.45, Figure S13.C) showed similar, higher uncertainty levels and larger
median work changes in the Non-Redundant split. An interesting contrast emerged in the Spa-
tial split: RWafterBV exhibited larger density changes than MutualBVRW yet showed closer
agreement between data splits (1.48 kJ/mol) compared to BVafterRW (1.93 kJ/mol). This pat-
tern suggested that BV-model parameters from RWafterBV were inducing smoothing effects at

both global and local levels of the resulting ensemble-models.

These findings demonstrate that forward model parameters meaningfully affect ensemble gen-
eralisability. The model parameters, in turn, influence the resulting optimised frame weights.
Importantly, we show that suboptimal protocol choices can compromise ensemble-model qual-
ity even when the underlying ensemble is already highly representative. The sensitivity of
model parameter optimisation to protocol design highlights the value of systematic protocol
comparison, even in seemingly ideal scenarios with well-characterised systems. While the
BVafterRW protocol (performing Maximum Entropy reweighting before model parameter op-
timisation) appears to provide the most robust optimisation strategy in this case, practitioners
should consider that different protocols may be appropriate depending on the specific charac-

teristics of their ensemble and experimental objectives.
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2.6 Clustering facilitates interpretable ensemble-integration
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Figure 6: Clustering facilitates interpretable ensemble-integration through systematic down-
sampling analysis across BPTI ensembles. Validation error change (AMSEOPt) across cluster
proportions (0.001 to 1.0) for (A) MD-1Start (pink), (B) AF2-Filtered (cyan), and (C) AF2-
MSAss (navy) ensembles, showing Non-Redundant (green) and Spatial (grey) splits with con-
fidence intervals. Valid ensembles (A-B) show slight performance degradation with cluster-
ing, while implausible AF2-MSAss (C) demonstrates dramatic improvement, particularly from
1.0 to 0.5 and 0.05 to 0.001 proportions. Free energy change during optimisation (Workopt)
across cluster proportions for (D) Non-Redundant and (E) Spatial splits reveals AF2-MSAss
achieves performance comparable to un-clustered valid ensembles at 0.001 proportion. MD-
TFES (purple) shows consistently high but stable performance suggesting systematic defi-
ciency, while MD-10Start (orange) demonstrates robust agreement across splits. Enthalpy of
scale changes (Workgc,le) for (F) Non-Redundant and (G) Spatial splits show MD-TFES and
MD-10Start exhibit strong data-split agreement, indicating systematic deviations in overall dy-
namics scale unaffected by clustering. AF2-MSAss displays large variance and strong correla-
tion to cluster proportion in the Non-Redundant split, indicating uncertainty and a poor struc-
tural hypothesis, respectively. These results provide evidence that within-ensemble differences
can be used to build a picture of ensemble quality. However, conclusively distinguishing im-
plausible (AF2-MSAss) from noisy (MD-TFES) structural hypotheses requires multiple data-
splits and metrics.

33


https://doi.org/10.64898/2026.03.02.709114
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.02.709114; this version posted March 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is
made available under a CC-BY 4.0 International license.

Having established that BV-model parameter optimisation should be performed on known rep-
resentative candidate ensembles (Figure 5), we set out to determine whether workflows can be
made more interpretable by using a small number of basis-set structures to iteratively build
up a picture of dynamics. One of the central difficulties in ensemble optimisation is the heavy
redundancy of biomolecular simulation trajectories. Ensemble experiments in this work con-
sist of > 10,000 frames each. Not only are these challenging to interpret, but this also adds
computational expense to the optimisation process. While trajectory slicing is commonly used
to reduce ensemble size, this may not be ideal for ensembles with non-chronological order-
ings and can remove important but rare conformations. Clustering offers a solution to reduce

ensemble size while retaining structural diversity.

We hypothesised that clustering can be used to assess within-ensemble differences. To test
this, we generated proportionally sized ensembles (0.001, 0.01, 0.05, 0.1, 0.2, 0.5, and 1.0) and
quantified the effect of downsampling on optimisation performance for all ensemble gener-
ation experiments. Since clustering effectively reduces the weighting of oversampled regions
and removes noise, comparing clustered ensembles against each other allowed us to understand
parent-ensembles in the context of conformational density coverage. We applied k-means clus-
tering on PCA coordinates with 10 dimensions computed on the C, pairwise coordinates for
the residues covered by peptides from HDX-MS. Details of dimensionality reduction and clus-
tering can be found in Quantifying Ensemble Similarity and Conformational Coverage, with

tull experiment details in Case Study Protocols.

To understand the relationship between cluster proportion and ensemble representativeness,
we compared AMSE,; across MD-1Start, AF2-Filtered and AF2-MSAss ensembles (Figure 6.A—
C, respectively). Across both data-splits, we observed that valid ensembles (MD-1Start and
AF2-Filtered) become slightly poorer fits when clustering down, as expected from loss of con-
formational density information. In striking contrast, the implausible AF2-MSAss ensemble
showed dramatic improvement in validation error when clustering down from 1.0 to 0.5, and
again from 0.05 to 0.001. Within ensembles, AF2-Filtered exhibited closer agreement in trends
across splits than MD-1Start, where split-types diverged. We noted that AF2-Filtered appeared
to over-fit slightly across the range 0.01 to 0.2, while MD-1Start showed over-fitting below a
proportion of 0.1 in the Spatial split only. Comparing error change between AF2-Filtered and
AF2-MSAss suggested that the improvement from removing physically implausible structures

by clustering can be greater than the loss in density estimates from reduced ensemble weight-

ing.
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To investigate this observation further, we examined Workgpt across the cluster sweep (Fig-
ure 6.D-E for Non-Redundant and Spatial splits, respectively). The Non-Redundant split (Fig-
ure 6.D) confirmed that AF2-MSAss is massively improved by clustering. At a proportion of
0.001, AF2-MSAss showed similar performance to the un-clustered (1.0) AF2-Filtered and MD-
1Start ensembles. Across most cluster proportions, MD-TFES exhibited high but consistent
Work,pt, suggesting that this structural hypothesis contains some systematic deficiency. The
lower variance for MD-TFES relative to AF2-MSAss demonstrated successful disentangling be-
tween “oversampled” and physically invalid ensembles at the global level. In the Spatial split
(Figure 6.E), MD-TFES proved most sensitive to cluster proportion, while AF2-Filtered, MD-
1Start and MD-10Start performed as expected for representative ensembles, requiring addi-
tional work at smaller cluster proportions. From these data, MD-10Start showed the most con-
sistent agreement between split-types, indicating a robust proposal of conformational density

for this protein-ensemble combination.

Given that the clustered ensemble structural-density distribution can be transformed more
dramatically than simply reduced weighting, we recognised that Work,p: alone is not suffi-
cient to rank ensembles, particularly for MD-TFES which showed variability across splits and
cluster proportions. We therefore compared the scale changes (Worky.,e) across split-types
(Figure 6.F-G). These revealed consistent and strong data-split agreement for MD-TFES and
MD-10Start ensembles, indicating that there is some systematic deviation in these ensembles
related to the overall scale of the dynamics. This deviation is not affected by clustering and is
present at both global and local structure levels. This suggested that the sensitivity in Workpt
for MD-TFES could be attributed to variability in conformational-density when clustering to
different proportions. For AF2-Filtered and MD-1Start ensembles, we observed small differ-
ences in uptake scale changes (Workg,je) over cluster proportions with some split-type dis-
agreement, though this was lower than for the AF2-MSAss ensemble. The large variance in
scale change and strong positive correlation to cluster proportion for AF2-MSAss in the Non-
Redundant split indicated uncertainty and a poor structural hypothesis, respectively. These
results provided evidence that within-ensemble differences can be used to build a picture of
ensemble quality. However, conclusively distinguishing implausible (AF2-MSAss) from noisy

(MD-TEFES) structural hypotheses requires multiple data-splits and metrics.

From these experiments, we conclude that representative ensembles can be significantly down-
sampled to proportions between 0.1 and 0.2 with minimal difference to the implied quality.
These proportions result in clustered ensembles of approximately 1000 to 2000 structures. Valid

ensembles show slight degradation with lower cluster numbers while implausible ensembles
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(AF2-MSAss) improve, likely due to the removal of invalid structures. In both cases, this pro-
vides grounding to optimise on heavily reduced ensemble sizes for interpretability. We there-
fore suggest that, for implausible ensembles, care should be applied for low cluster numbers
as the clustered ensemble may not reflect the full diversity in the parent ensemble. For valid
ensembles, a proportion of 0.01 (100 to 127 structures) could result in useful models. In some
cases parent ensembles can be clustered down further to a proportion of 0.001, resulting in a

human-interpretable number of 10 to 13 structures for ensemble-integration workflows.
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2.7 Systematic structural-artifacts reveal distinct ensemble deficiencies in confor-

mational sampling and physical plausibility
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Figure 7: Systematic structural-artifacts reveal distinct ensemble deficiencies through controlled per-
turbation experiments in BRD4. Three synthetic-artifact types applied to clustered ensembles (k=1000)
with successive addition at 0.1%, 1.0%, 10%, and 50% levels: (A) Gaussian coordinate noise mimicking
missing unfolded states, (D) complete coordinate mixing creating unphysical structures that violate fun-
damental constraints, and (G) backbone proton shuffling generating altered protection-factor profiles.
Standard deviation (SD) and correlation (R) values quantify response precision and sensitivity across
artifact levels (excluding 50% negative control). Normalised Z-scores relative to unmodified ensembles
(0.0%) for validation error change (AMSE,) in Non-Redundant splits show (B) Gaussian noise re-
duces optimisation work for most ensembles with AF2-MSAss demonstrating reduced sensitivity and
elevated variability, (E) coordinate mixing creates severe structural violations with increased ensemble
separation, and (H) proton shuffling produces diverse response patterns with AF2-Filtered showing ap-
parent improvement while others exhibit overfitting signatures. Free energy change (Workqpt) Z-scores
reveal (C) Gaussian noise increases optimisation work for all ensembles with pronounced separation
between AF2-MSAss and physically valid ensembles, (F) coordinate mixing paradoxically improves
AF2-MSAss performance while degrading valid ensembles, and (I) proton shuffling challenges clear
ensemble discrimination with MD-1Start showing highest response consistency across metrics. Results
demonstrate that ensemble reweighting detects individual conformation effects at global level, but no
single artifact type simultaneously informs on sampling completeness and structural plausibility. Mul-
tiple complementary metrics are essential due to complex response patterns. This reveals fundamenta
BV-model sensitivity limitations in differentiating ensembles from coordinate noise while supportin,

systematic artifact introduction as a valuable probe for specific aspects of structural hypothesis quality.
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Having demonstrated in the previous experiment that clustering can probe within-ensemble
structural details, we set out to test whether controlled structural-artifacts could more pre-
cisely isolate and quantify different aspects of ensemble quality. While clustering simulta-
neously affects both ensemble composition and structural distribution, we hypothesised that
synthetic conformations with specific, well-defined characteristics would allow us to indepen-
dently assess conformational sampling completeness versus structural plausibility. By intro-
ducing structures that mimic real-world ensemble failures (missing unfolded states, physically
invalid geometries, or inaccurate hydrogen bonding patterns), we could determine whether

our validation framework reliably detects these distinct failure modes.

We chose Bromodomain-containing protein 4 (BRD4) as our test system because it represents a
particularly challenging validation scenario. BRD4 consists of two Bromodomains separated by
proline and glycine-rich loops that confer substantial intrinsic disorder. This architecture pro-
duces an exceptionally broad conformational distribution in solution, making complete sam-
pling unlikely in the ensemble generation experiments performed in this study. Additionally,
the proline-rich regions severely limit HDX-MS peptide coverage to just the Bromodomain units
themselves. This combination of extensive conformational heterogeneity and sparse experi-
mental coverage represents a realistic test case for precisely probing ensemble quality when

validation information is limited.

We designed three types of synthetic structural-artifacts, each targeting a distinct failure mode
commonly encountered in ensemble generation. First, we applied Gaussian coordinate noise
(Figure 7.A), which mimics unfolded or highly flexible states by inducing global structural per-
turbations. Second, we performed complete coordinate mixing (Figure 7.D), creating entirely
unphysical structures that smooth protection factors across residues and violate fundamental
structural constraints. Third, we randomly shuffled the backbone proton identities used to cal-
culate hydrogen-bond acceptor contacts in the BV-model (Figure 7.G), generating structures
with altered protection-factor profiles while maintaining overall structural integrity. To ensure
systematic evaluation, we first clustered each parent ensemble to exactly 1000 structures, then
successively added synthetic structures at increasing proportions: 1, 10, 100, and 500 struc-
tures, corresponding to 0.1%, 1.0%, 10%, and 50% of the original ensemble size. The synthetic
structures were added in order of their deviation from ensemble-average coordinates, quanti-
tied by principal component analysis of pairwise C,, distances. We assessed sensitivity through
Pearson correlation coefficients (R) and evaluated precision through standard deviation (SD)
of metric values across the first three structural-artifact levels (0.1%, 1.0%, 10%), treating the

50% level as a negative control that was excluded from these summary statistics. To facilitate
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comparison across ensemble types and structural-artifacts modes, we normalised all metrics
as Z-scores relative to the unmodified parent ensemble (0.0%). Complete descriptions of arti-
fact generation algorithms are provided in Structure Poisoning Experiments, with experimental

protocols detailed in Case Study Protocols.

We first examined how each type of structural-artifact affected ensemble behaviour, as illus-
trated in Figure 7. Addition of Gaussian coordinate noise reduced AMSE,y,; (Figure 7.B) for
nearly all ensembles tested, indicating these perturbed structures require greater free energy
changes during optimisation to achieve comparable fit quality. Valid physical ensembles exhib-
ited tightly correlated responses (R = —1.00) with low uncertainty (SD =0.13 to 0.16), while
AF2-MSAss showed markedly reduced sensitivity (R = —0.86) and substantially greater vari-
ability (SD = 0.61). This pattern was reinforced by Work,,+ measurements, which increased
with artifact proportion for all ensembles (Figure 7.C), with particularly pronounced separa-
tion between AF2-MSAss and the physically valid ensembles. At the ensemble-average level,
however, Gaussian noise artifacts produced only marginal metric differences and therefore pro-
vided limited power to discriminate among ensembles. The more severe coordinate mixing
artifacts created stronger effects, producing increased separation between ensembles for both
AMSEpt and Workopt (Figure 7.E-F). Remarkably, AF2-MSAss showed apparent improvement
in Work,pt when these unphysical structures were added, peaking at the 1.0% level and remain-
ing negative across all proportions below 50%. In contrast, MD-1Start exhibited the largest ab-
solute change at 1.0%, while MD-10Start was most affected at the 0.1% level, though the differ-
ence was small. AF2-Filtered and MD-TFES showed similar responses to coordinate mixing and
were clearly separable from other ensembles below the 50% artifact level. While these results
demonstrated sensitivity to individual structures, coordinate mixing provided primarily binary
discrimination between plausible and implausible ensembles rather than fine-grained quality
assessment. The most discriminating artifact type proved to be proton shuffling, which pro-
duced diverse response patterns with substantial separation among ensembles (Figure 7.H-I).
Unlike the other perturbations, this mode made it challenging to clearly distinguish physically

valid ensembles from the implausible AF2-MSAss ensemble.

From these systematic comparisons, we identified characteristic signatures that reveal distinct
aspects of ensemble quality. Analysis of Workep: (Figure 7.I) initially suggested MD-10Start
substantially improved with addition of synthetic conformations; however, joint consideration
with AMSE: (Figure 7.H) revealed clear overfitting behaviour. AF2-Filtered was unique in
showing improvement by AMSEopt, but exhibited minimal changes in Workopt below 10% arti-

fact content. The high standard deviations observed for AF2-Filtered in both metrics (SD =0.47
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to 0.70) indicated substantial uncertainty in this structural hypothesis and suggested under-
sampling for this protein system. By contrast, MD-1Start demonstrated exceptional consistency,
with low variability (SD =0.06 to 0.12) and strong sensitivity (R =0.70 to 0.85) in Workopt.
This analysis reinforced the necessity of evaluating multiple metrics simultaneously: exam-
ination of AMSE,; alone revealed that MD-TFES (R = —0.58 to 0.23) showed considerably
reduced sensitivity compared to MD-1Start. Notably, MD-10Start exhibited the lowest confi-
dence across both metrics (SD =0.51 to 0.62).

Detailed comparison between MD-1Start and MD-10Start illuminated the relative contributions
of simulation length versus conformational diversity to ensemble quality. We concluded that
the superior performance of MD-1Start derives from the extended simulation time in a single
trajectory rather than from the structural heterogeneity MD-10Start inherits from its diverse
AF2-Filtered starting configurations. The reduced sensitivity of MD-TFES to proton shuffling
artifacts suggested this ensemble provides a better representation of the true in-solution con-
formational landscape. Because MD-TFES explicitly samples between local energy minima
through seeded exploration, our results indicated these inter-basin conformations are essen-

tial for accurately describing BRD4's solution dynamics.

From this comprehensive investigation, we conclude that no single structural-artifact type can
simultaneously inform on conformational sampling completeness and structural plausibility.
Within physically valid ensembles, this experiment demonstrated that ensemble reweighting
can detect and quantify the effects of individual synthetic conformations at the global optimiza-
tion level. Despite carefully designed artifacts and systematic metric normalisation, making
definitive statements about relative ensemble quality proved challenging, particularly when
considering ensembles in isolation. Even for a single artifact type, the response patterns were
complex and required multiple complementary metrics to confidently evaluate structural hy-
potheses. We propose that systematic introduction of synthetic structural-artifacts offers a valu-
able approach for revealing specific deficiencies in ensemble quality. However, this study also
highlighted fundamental sensitivity limitations of the BV-model framework in reliably differ-
entiating between ensembles and simple coordinate perturbations, suggesting the need for or-

thogonal validation approaches when making strong claims about ensemble accuracy.

3 Discussion

We have presented ValDX, a framework for assessing quantitative structural hypothesis from

integrative HDX-MS. This framework allows several key advances detailed below.
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Reject ensembles that fit but fail (Iso-Validation, TeaA). ValDX enables researchers to dis-
tinguish between structural hypotheses that achieve identical experimental agreement but con-
tain fundamentally different conformational populations. Our TeaA experiments demonstrated
that ISO-Trimodal failed to recover true population ratios (Open State Recovery < 40%) despite
matching uptake curves as well as ISO-Bimodal, which achieved 80-90% recovery. Work Done
metrics detected this failure where training error could not. In practical terms, researchers can
confidently reject ensemble proposals that achieve good fits through incorrect structural mech-

anisms.

Assess representativeness at multiple structural scales (BPTI). The combination of Non-
Redundant and Spatial splits reveals whether ensembles capture dynamics at global versus lo-
cal levels. For BPTI, MD-1S5tart better represented the overall conformational ensemble (lower
Workgpape in Non-Redundant splits), while AF2-Filtered better captured sub-structural flex-
ibility (lower Workgensity in Spatial splits). This multi-scale assessment is directly linked to

answering a biological question invisible to traditional approaches.

Rank individual structures without full reweighting (HOIP). Model parameter optimi-
sation enables rapid evaluation of both single structures and ensembles when reweighting
is prohibitive. For HOIP, we demonstrated that AF2-MaxRank adopts an extended confor-
mation matching the crystallographically stabilised HOLO structure, while AF2-MaxPLDDT
presents a more compact APO-like state. The framework correctly identified the compact struc-
ture (AF2-MaxPLDDT) as more plausible for solution dynamics (Workgensity indicating better
global conformational density). This provides a practical screening tool for selecting simula-
tion starting structures as starting structures can be compared with candidate ensembles in the

same framework.

Avoid overfitting through staged optimisation (Protocol Comparison). Protocol choice af-
fects ensemble-model reliability even when the underlying ensemble is representative. Our sys-
tematic comparison established that performing Maximum Entropy reweighting before model
parameter optimisation (BVafterRW) produces the most robust ensemble-models (o =1.20 to
3.99), while optimising parameters first leads to overfitting. This finding provides a concrete

procedural recommendation: reweight first, then optimise parameters.

Reduce ensembles to interpretable basis sets (Clustering). Representative ensembles can

be clustered from >10,000 conformations to 1000-2000 (proportion 0.1-0.2) with minimal im-
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pact on implied quality, and in optimal cases to 10-13 conformations (proportion 0.001). This
dramatic reduction makes it feasible to visually inspect individual conformations and under-
stand the structural basis for observed dynamics. Importantly, implausible ensembles (AF2-
MSAss) improved with clustering through removal of invalid structures, providing a diagnos-

tic: ensembles that improve upon reduction likely contain problematic conformations.

Distinguish incomplete sampling from invalid structures (BRD4). Controlled addition of
synthetic conformations reveals distinct failure modes. The unfiltered AF2-MSAss ensemble
showed extreme Work Done requirements with fitting instability (¢ =1.30 to 1.35), indicating
geometric violations. MD-TFES showed elevated Work Done with stable fitting, indicating sys-
tematic sampling bias rather than structural implausibility. These signatures enable targeted
intervention: filter ensembles with implausible structures; extend simulations for ensembles

with sampling limitations.

3.1 General recommendations

A complete schematic of the ValDX workflow is given in ValDX Workflow Diagram; the gen-
eral workflow is detailed in ValDX Process Flow along with considerations for common failure

modes.

e Optimisation outcomes depend strongly on which peptides and time points are used for

fitting; replicates quantify this uncertainty

e Training/validation splits are essential; Non-Redundant and Spatial split-types provide

complementary structural perspectives

e Validation error describes generalisability, but Work Done metrics provide the sensitivity

required to distinguish structural hypotheses

e Protection factor/HDX-uptake skew (Workghape), scale (Workgeate), and reorganisation

(Workgensity) contributions should be separated at the ensemble-average level

e Perform Maximum Entropy reweighting before model parameter optimisation to avoid

overfitting

e Cluster ensembles to 1000-2000 structures for efficiency, or to 10-100 basis structures for

interpretability

e Validate high-confidence claims by testing sensitivity to synthetic structural artifacts
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3.2 Ensemble generation considerations

Details of ensemble-generation experiments are provided in Ensemble Generation Experiments.
We provide scripts (in Code and Data Availability) for all aspects of ensemble generation; these
represent practical working examples rather than optimal protocols. Key observations from our

investigations:

e Deep-learning structure predictors may require extensive sampling across parameter choices

(MSA subsampling, random seeds) to obtain confident starting structures

e Filter implausible conformations before fitting; this is essential for AlphaFold2 ensembles

generated through MSA subsampling

e Well-equilibrated MD from high-quality starting structures produces ensembles with re-

liable conformational density estimates

e Individual starting structures can be screened using model parameter optimisation before

committing to full MD simulations

e Basis-set structures from clustering reduce the combinatorial space for understanding

and assessing conformational diversity

e For enhanced-sampling ensembles, set initial population weights to reflect local struc-
ture density a priori, as the Maximum Entropy prior assumes uniformly important initial

populations

Concluding remarks. By developing a framework for quantitative validation of structural
hypotheses, this work enables rigorous interpretation of HDX-MS measurements in terms of
protein conformational dynamics. The ability to distinguish ensembles that fit from ensem-
bles that are correct addresses a fundamental challenge in integrating biophysical data with
structural models, providing principled access to the conformational heterogeneity underlying

biological function.
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5 Materials and Methods

5.1 HDX Data

To ensure robust fitting, HDX-MS data requires preprocessing to mitigate inherent limitations:
(1) peptide redundancy can lead to data leakage during validation, (2) uptake curves at ex-
treme time points (e.g., 0 min, saturation) are poorly modeled by single-exponential kinetics,
and (3) short peptides provide low information content. Our filtering protocol addresses these

limitations before any splitting or optimisation occurs.

We obtained published HDX-MS datasets for five protein systems (HDX-MS Data Summary).
These systems cover a diverse range of structural properties, including rigid and flexible pro-

teins, as well as those with only partially complete experimental structures.

System Name Type and Source No. Peptides Time Points /min

BPTI Bovine Pancreatic Trypsin Inhibitor NMR, APO[13] 41 0.167 1.0 10.0 120.0

BRD4 Bromodomain containing protein 4  Both Constructs[39] 104 0.0 0.25 1.0 10.0 60.0 240.0
HOIP HOIL-1L Interacting Protein APO[38] 108 0.00.55.0

MBP Maltose Binding Protein APO[40] 115 0.54.030.0240.0

LXRa Liver X Receptor alpha APO[41] 87 0.510.0

Methods Table M2: HDX-MS Data Summary

5.1.1 HDX-MS data processing

To ensure that the data used for ensemble optimisation was informative and compatible with

the Best-Vendruscolo (BV) model,[42] we applied the following filtering criteria:

e Time point filtering: To exclude poorly informative time points where the single-exponential
BV model is inaccurate, we removed time points where the replicate precision (RSD) ex-
ceeded 5%, typically corresponding to very short or very long deuteration times. This

threshold aligns with high-precision HDX-MS estimates.[43]

o Peptide filtering: We removed peptides that were short (< 5 residues) or had low infor-

mation content (saturation difference < 0.05).

All filtering was performed before any splitting or optimisation. Protocols for all ensembles
generated can be found in Ensemble Generation Experiments, and subsequent ensemble anal-

ysis is detailed in Additional Experiment Plots.
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Assessing Global vs. Local Scales through Peptide Splitting Because peptides share residues,
a validation peptide can be partially ’known’ from training peptides covering similar regions.
For example, if residue 50 is measured by five different peptides, information about that residue
leaks between training and validation sets, inflating apparent performance. We therefore define
splits that minimise shared residue coverage. To test whether an ensemble accurately represents
protein dynamics at different structural scales, we designed splitting strategies that isolate dis-

tinct types of information.

Non-Redundant Split (Global Scale) This split clusters peptides by sequence region, ensur-
ing validation peptides test entirely unseen segments of the protein. This tests the ensemble’s
ability to predict global conformational behavior without relying on local overfitting. Any pep-
tide that shares > 1 residue with a peptide in the other set is removed from the training set.
Specifically, using the start and end positions of each peptide as features, a k-means clustering
algorithm is applied using a tenth of the total number of peptides as the number of clusters.
Clusters are then randomly assigned according to the specified training fraction, remaining

dataset-overlapping peptides are then dropped.

Spatial Split (Local Scale) This split withholds peptides covering contiguous 3D regions
of the protein structure. This tests the ensemble’s accuracy in capturing local substructural
dynamics, such as domain motions or specific binding site flexibility. A residue is randomly
selected from the protein, the remaining residues are ordered by the distance of their C,, atom.
The training set is filled in order of proximity of peptide-residues. Overlapping peptides are

then dropped.

Random and Sequential Splits (Baselines) We also implemented standard random and se-
quential splits as baselines to demonstrate the insufficiency of methods that do not account for
information leakage. These splits typically result in high overlap between training and vali-
dation sets. For the random split, peptides are randomly selected for the training set and the
remainder used in the validation set. For the sequential split, peptides are ordered based on
sequence number and are then selected up to the training fraction; the remainder is used in the

validation set.

All splitting algorithms ensured a 50% training fraction, with both training and validation sets
containing at least 10% of the original peptides. To improve diversity and prevent redundancy-
driven bias, peptides with high overlap density were stochastically dropped (10% dropout rate)

prior to splitting.
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5.2 Ensemble Generation Experiments

To test the ValDX framework, we generated a diverse set of structural ensembles for each protein
system. These ensembles were designed to represent distinct scientific hypotheses about how
to best capture protein dynamics, ranging from single-structure simulations to evolutionary-
based predictions and enhanced sampling. All ensembles were generated with approximately
equivalent computational budgets (= 100ns of simulation time) to ensure fair comparison of
sampling strategies rather than computational investment. A summary of all generated ensem-

bles is provided in Summary of Structural Ensembles and Hypotheses.

Ensemble Generation Method Frames Clustered Size Hypothesis Tested

MD-1Start Single-start equilibrium MD ~10,000 500 Conventional MD from a single high-quality structure
MD-10Start Multi-start equilibrium MD ~10,000 500 Improved sampling via diverse starting points
MD-TFES Frontier expansion sampling >30,000 500-1000 Maximal diversity sampling strategy

AF2-Filtered MSA subsampling + geometric filtering ~12,700 500-1000 High quality predicted structural ensemble
AF2-MSAss Unfiltered MSA subsampling ~12,700 1000 Implausible predicted structures

Methods Table M3: Summary of Structural Ensembles and Hypotheses

All structural ensemble analyses for real-world experiments for protein systems: BPTI, BRD4,
HOIP, LXRa and MBP can be found under Ensemble Analyses in the Additional Experiment
Plots. This includes; Principal Component Analysis (PCA), Ensemble PCA Comparison; local
Cross Correlation (LCC), Ensemble LCC Comparison; as well as pairwise ensemble heatmaps
for residue-level RMSD, and Wasserstein distances, Pairwise Ensemble Comparison. Exact de-
tails of structural analysis and comparisons performed can be found in the Quantifying Ensem-

ble Similarity and Conformational Coverage section.

5.2.1 Iso-Validation Experiments

Simulation data for the Iso-Validation experiment was obtained from the original HDXer tu-
torial.[16] To produce the plots here we repeated the trajectory clustering on a sliced (1:50)
subset of the original trajectory provided. Synthetic HDX-uptake curves were generated with-
out added measurement noise to isolate the effects of ensemble composition from experimental

uncertainty.

Trajectory Clustering Trajectory clustering was performed by aligning all frames to each
reference (Open and Closed) and computing the RMSD. Frames were sorted into Open and

Closed clusters if structures were less than 1.0 A from one of the reference structures.
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Bi-Modal Ensemble The Bi-Modal ensemble is formed by taking the structures directly from
the clustering process. By artificially inverting (reweighting) the two major conformational

states in this ensemble we produce the HDX uptake curves used for fitting.

Tri-Modal Ensemble The Tri-Modal ensemble is the parent ensemble of the clustered, Bi-

Modal ensemble. This contains Open, Closed as well as intermediate structures.

5.2.2 AlphaFold Experiments

Featurisation of Ensembles Since AF2 structures natively do not contain hydrogens, these
must be added post-hoc. Backbone amide H atoms were added using standard peptide ge-
ometry (N-H bond length 1.02 A).[44] Backbone amide protons coordinates were computed

using barycentric coordinates of the peptide plane.

AlphaFold MSA Subsampling Colabfold was used to generate the AlphaFold2 ensembles.[34]
MSA Subsampling,[45] was performed over a range of 1-127 Max Sequences where Max Ex-
tra Sequences set to twice the Max Seq value. Each parameter set was used to generate 100
structures (20 seeds) For each protein, a single recycling step was used with no minimisation,

generating 12700 structures in total.

AlphaFold Ensemble Cleaning Since AF2 generates structures according to a statistical po-
tential, this leads to the inclusion of unnatural/implausible structures in the ensemble. This is
more prevalent at lower recycle counts. To quantify structure confidence, predicted Local Dis-
tance Difference Test (pLDDT) from AF2 is used in addition to predicted Template Modelling
(pTM). While high structure quality (pLDDT and pTM) correlates well with crystal structures,
the design of AF2 means that the generated ensemble is biased towards structures that exist
within the training data. For large, flexible or disordered proteins this represents a problem as
pLDDT no longer is able to provide a reliable estimate of structure quality. As a result, fixed
confidence score cut-offs using AF2 predicted structure quality measures is not sufficient to
clean ensembles a priori. Other works in the literature use system-specific collective variables
to identify relevant conformations, however, this requires existing knowledge of the protein

system which may not exist or introduce human bias of what structures should look like.

No widely adopted system-agnostic protocol is standard; we therefore developed an approach
to filter ensembles using knowledge that exists for almost any protein. These filters are de-
signed to handle some consistent AF2 failure modes, which include: over-folding, mis-folding

and under-folding. We hypothesise that the prevalence of implausible structures is linked
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to the size, flexibility and availability of crystal structures. Our strategy involves the use of
multiple, broad measures of protein structure to successively filter structures based on per-
centiles chosen based on rules defined by broad characteristics of the protein. Filtering uses
only AF2/geometry-derived features and does not use HDX data, preventing circular valida-

tion.
The filtering pipeline proceeds in three conceptual steps:

1. Remove misfolded outputs: Structures were first filtered by AF2 predicted confidence
metrics (pLDDT and pTM) using percentile-based thresholds specific to each protein sys-

tem.

2. Remove over-/mis-folding: Structures were then filtered by contact order and local cross

correlation (LCC) relative to the maximum pLDDT structure.

3. Remove under-folded: Finally, structures were filtered by inter-residue distances using

the same maximum and minimum threshold for all proteins.

Validation of the filtering protocol was performed by clustering (k=20) and then comparing the
LCC between cluster-centroid structures. All centroids across ensembles show a mean-LCC of
atleast 0.9. Figures demonstrating each stage of filtering can be found in AF2-MSAss ensemble
cleaning using confidence-based quality assessment and AF2-MSAss ensemble cleaning using
contact order and local correlation assessment, for pTM, and pLDDT; as well as Contact order,
and local Correlation, respectively. Specific percentile parameters for each protein are provided

in Parameters for AF2 Ensemble cleaning.

5.2.3 MD Experiments

The purpose of the various MD experiments performed is to create a range of ensembles with
distinct differences in their sampling properties. They are intended to represent broad regimes
of approaches to MD and not exhaustive approaches to generating ideal ensembles. To ease
comparison, experiments were designed to use a similar amount of compute to the AF2 en-

sembles for each protein (=~ 100 ns of simulations).

Simulation Setup MD experiments were performed using GROMACS. Structures were pro-
tonated at pH 7 using GROMACS pdb2gmx with the AMBER f{f14SB force field.[46] The sys-
tem was solvated using the TIP3P water model. Forcefield parameters were chosen to match
the original settings by the AMBER MD engine itself; simulation parameters and equilibration

protocols were obtained from the repository supporting Kosarim et al.[47] Exact implementa-
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tions used for this study can be found in the repositories in Code and Data Availability. Key

simulation parameters are summarised in MD Simulation Parameters.

Parameter

Value

Force field
Water model
protonation pH
Salt concentration
Thermostat
Barostat
Temperature
Pressure
Timestep
Electrostatics
Cutoffs

Constraints

AMBER {f14SB
TIP3P

7.0 (GROMPP)
0.15 M NaCl
V-rescale
Parrinello-Rahman
300K

1 bar

2 fs

PME

1.0 nm

H-bonds (LINCS)

Methods Table M4: MD Simulation Parameters

Minimisation and Equilibration Protocol

After topology generation, restraints generated by

the GROMACS Pre-Processor (GROMPP) were modified to only cover C,, atoms from residues

that are included by the experimental data. Position restraints on C, atoms were applied during

equilibration to prevent large backbone collapse when starting from diverse AF2 geometries,

then gradually released over five stages. Since the starting structures cover a wide range of

shapes, topologies were generated for each structure separately.

Step Length

Restraint Strength Kj/mol

Minimisation = <10000 steps

EQ1 100 ps
EQ2 200 ps
EQ3 200 ps
EQ4 200 ps
EQ5 1ns

500
500
500
50
5
0

Methods Table M5: MD Simulation protocol

MD-1Start We selected the single highest confidence AF2 structure and performed 5 repli-

cates of 20 ns of production MD. This represents the standard approach of initiating simulation
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from a single, high-quality structure to test if conventional MD suffices to sample relevant states.
To ensure the stability of the structures 10 ns of unrestrained MD was additionally performed

before the start of the production step.

MD-10Start To represent a more diverse approach to generating ensembles with respect to
HDX-MS data, the filtered AF2 (AF2-Filtered) ensemble was used to generate representative
structures identified through optimisation. k-means (k=10) clustering was used to generate
diverse starting structures which was are then equilibrated using the same protocol as MD-
1Start. To maintain a comparable computational budget to MD-1Start, each starting structures
was run with a single replicate of 5 ns and 10 ns for relaxation and production simulations,

respectively.

T-FES To represent the most diverse range of fully plausible structures possible within a rea-
sonable compute budget we modified an equilibrium-MD sampling approach, Frontier Expan-
sion Sampling (FES).[48] We adjusted the algorithm to concurrently sample across diverse
starting structures with different topologies multi-Topology Frontier Expansion Sampling (T-
FES). To seed the initial conformations we combine both MD ensembles generated previously
(MD-1Start and MD-10Start). We perform 20 cycles, capped at 200 short (0.1 ns) simulations
per cycle which generates a maximum of 400 ns of short equilibrium-MD simulations. To
maintain compatibility with the previous simulations the relevant GROMACS simulation files
were converted into the, Open-MM compatible, Amber file formats using ParmED.[49] We re-
tained OpenMM'’s default Langevin integrator, but added a Monte-Carlo Barostat to match the
Parrinello-Rahman barostat used in the GROMACS simulations. Each short simulation is pre-
ceded by an ultra-short equilibration (2000 steps, 1 fs time-step) to facilitate particle-velocity

re-initialisation.

5.2.4 Structure Poisoning Experiments

Structure poisoning experiments were designed to evaluate the robustness of ensemble opti-
misation methods by introducing controlled structural perturbations. These experiments serve
as negative controls to assess whether optimisation algorithms can distinguish between phys-
ically plausible and artificially corrupted conformations. Three distinct poisoning strategies
were implemented to test different aspects of structural integrity (Structure Poisoning Strate-
gies). Detailed algorithms and perturbation procedures are provided in Structure Poisoning

Algorithms.
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Poisoning Type Physical Interpretation Structures Added
Gaussian Noise Mimics missing unfolded/flexible states 0.1%, 1%, 10%, 50%
Coordinate Mixing Creates physically impossible structures to test detection 0.1%, 1%, 10%, 50%

Proton Shuffling Alters hydrogen bonding patterns while preserving heavy atoms  0.1%, 1%, 10%, 50%

Methods Table M6: Structure Poisoning Strategies

Gaussian Noise Gaussian noise poisoning introduces unrealistic, uncorrelated thermal fluc-
tuations by adding residue-specific random perturbations to atomic coordinates. This method
globally unfolds the structure while testing the algorithm’s sensitivity to coordinate precision.
The noise magnitude is set to the natural variance observed for each residue across the par-
ent ensemble, ensuring biologically relevant perturbation scales. In terms of protection factors,
this has the effect of reducing the scale of computed backbone potentials. The Gaussian noise
algorithm calculates residue-specific variance from the ensemble, then applies normally dis-
tributed coordinate perturbations scaled to match the observed fluctuations. This approach
introduces coordinate perturbations scaled to observed ensemble variance while maintaining

global structural topology.

Mix Coordinates Coordinate mixing represents the a conceptually more severe structural
perturbation by randomly swapping atomic positions within each frame. At the protection fac-
tor level, this preserves global structural density (HDX-uptake scale) but effectively smooths
the protection factors. By testing ensembles against protection factor blurring, this should min-
imise scale differences of poisoned structures and so more directly probes the physicality of

ensembles.

Shuffle Protons Proton shuffling specifically targets backbone amide hydrogen atoms, which
are the primary reporters in HDX-MS experiments. This method randomly reassigns hydro-
gen positions while maintaining the positions of all heavy atoms. Since HDX-MS protection
factors depend critically on hydrogen bonding patterns and local environment accessibility, at
the ensemble-level this is testing the sensitivity to new and unique conformations, at the same

global density (HDX-uptake scale).

5.3 Quantifying Ensemble Similarity and Conformational Coverage

To evaluate whether generated ensembles capture biologically relevant dynamics, we employed
a suite of structural analysis metrics that probe protein behavior at different scales. These met-

rics allow us to quantify: (1) the global diversity of sampled conformations, (2) the similarity
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between different ensemble generation protocols, and (3) the local flexibility and correlated

motions of specific residue networks.

5.3.1 Dimensionality Reduction

To visualise the high-dimensional conformational landscape covered by each ensemble, we per-
formed Principal Component Analysis (PCA) on the pairwise C, distances of all structures,
residues were filtered by HDX-MS peptide coverage. This projection reveals the major modes
of structural variation and allows for comparison of sampling coverage, without needing a ref-
erence. For clustering and representative structure selection, we used k-means clustering on

the first 10 principal components.

5.3.2 Structural Comparison

Root-Mean-Square Deviation (RMSD) To quantify the global structural difference between
ensembles, we computed the Root-Mean-Square Deviation (RMSD) between their average struc-
tures. This metric provides a baseline assessment of whether two ensembles are centered on

the same mean conformation.

N
RMSD(X1, Xa) = | 1 (X)) — (rs(Xo)) 2 (M1)
=1

Where:
e (r;(X)) is the ensemble-averaged position of the C,, atom of residue i

N is the total number of residues

Values nearing 0 A indicate identical average structures

Large values indicate systematic structural differences between the ensembles

For a more rigorous comparison that accounts for ensemble weights and avoids alignment ar-
tifacts, we also computed the pairwise ensemble RMSD using internal coordinates, detailed in

Weighted RMSD.

Wasserstein Distance (Earth Mover’s Distance) To quantify how different two ensembles
appear at each residue position, we computed the Wasserstein-1 distance (W7 ). Unlike RMSD,

which compares average structures, W, captures the minimal “effort” required to morph one
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ensemble’s full conformational distribution into another. This provides a global measure of

ensemble similarity that accounts for the shape and spread of conformational populations.

N
(W1(Xy, Xo)) = ;; Wi (Qi1, Qi 2) (M2)
Where:
e W, is the Wasserstein distance (units of A)
e (); is the distribution of pairwise C, distances for residue ¢
e Values approaching 0 indicate identical conformational distributions

e Larger values indicate divergence in the sampled conformational landscapes

Extended mathematical details, including the Kernel Density Estimation (KDE) bandwidth

selection and weighting schemes, are provided in Wasserstein Distance Details.

5.3.3 Dynamics Comparison

Root Mean Square Fluctuation (RMSF) To measure the local flexibility of the protein chain,
we computed the Root Mean Square Fluctuation (RMSF). This metric quantifies how much
each residue moves around its average position, allowing us to identify rigid domains versus

flexible loops.

RMSF;(X) = /(Jri(z) — (r;(X))[?) (M3)

Where:

e r;(z) is the position of residue 7 in structure =

e () denotes the ensemble average weighted by structure probabilities

e High values indicate flexible regions (e.g., loops, disordered tails)

e Low values indicate rigid regions (e.g., secondary structure elements, cores)
The explicit formulation for weighted ensembles is provided in Weighted RMSF.

Local Cross Correlation (LCC) To identify networks of residues that move together, we com-

puted the Local Cross Correlation (LCC). This metric reveals correlated motions, helping to
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distinguish between independent flexible regions and rigid-body domain movements that may

be functionally relevant for allostery.

(di(X) - d;i(X))
(Jd:(X)[2)

LCC,(X) = (M4)

Where:
e d;(z) represents the vector of distances from residue i to all neighbors within 8 A
e Values approaching 1 indicate highly correlated local motions (rigid-body behavior)
e Values near 0 indicate uncorrelated or anti-correlated dynamics
e The 8 A cutoff captures immediate contacts and local packing environment

We also computed the Inter-Ensemble LCC to compare dynamical correlations across different

ensembles; the mathematical definition is provided in Inter-Ensemble LCC.

5.4 Reweighting and Optimisation Methods

To align simulated ensembles with experimental HDX-MS data, we employ Maximum Entropy
(MaxEnt) reweighting. This approach finds the minimal adjustment to ensemble populations
required to match experimental observations, ensuring the result remains physically plausible

while satisfying experimental constraints.

We employed three distinct optimisation protocols, differing in which parameters were allowed

to vary:
Protocol What Changes What Stays Fixed
RW-only Frame weights Bc, Bu parameters
BV-only Bc, Bu parameters  Frame weights (uniform)

Combined Both, in stages —

Methods Table M7: Optimisation Protocols

5.4.1 HDXer Loss Function

HDXer implements a Maximum Entropy (MaxEnt) optimisation framework to reweight the
simulated ensemble. This process begins by establishing a link between protein structure and

experimental exchange rates.
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Step 1: Predicting Protection Factors (BV Model) To bridge the gap between structural en-
sembles and experimental HDX data, HDXer employs the Best-Vendruscolo (BV) model. This
phenomenological model predicts protection factors (Py) from protein coordinates by counting

structural features that impede solvent exchange.

log Py(i) = (BcNc(i) + BuNua (i) (BV Model)

Where:
e Py(i) is the protection factor for residue ¢ (dimensionless)

Bc and Sy are empirical scaling coefficients (dimensionless) for contacts and hydrogen

bonds

e Nc(i) is the number of heavy-atom contacts within 6.5 A of residue i

e Ng(i) is the number of hydrogen bonds involving the amide of residue 4

(-) denotes the ensemble average

Step 2: Defining the Ensemble Potential We define a pseudo-energy for the ensemble based
on these predicted protection factors. This energy represents the thermodynamic cost associ-

ated with the observed protection pattern.

N
U(X) = ksT Z log Py (i) (BV Potential Energy)

i=1
Where:
e U(X) is the potential energy of ensemble X (kJ/mol)
e kp is the Boltzmann constant
e T is the temperature (Kelvin)
Step 3: Reweighting the Ensemble Reweighting the ensemble to match experimental data

requires doing "work" against this potential. The corrected potential energy represents the en-

ergy of the reweighted ensemble.
AUcore(X, X) = U(X) — Z @)U (7) (Corrected Potential Energy)
i€X
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Where:
o AUcor is the Apparent Work required to reweight the ensemble (kJ/mol)

e (i) are the optimised Lagrangian multipliers for each residue i

Step 4: The Optimisation Objective The goal is to find the Lagrangian multipliers A(4) that
minimize the total loss, which consists of the work done (keeping the ensemble close to the

prior) and the error relative to experimental data.

AUcorr(X, X)

T — 10g pere(X, Y, YHDxer)

LOSS(X, X, YV, 'YHDXer) =

Bign(X) - D (y))?
2n?

5 (
perr(X Y, 'YHDXer) X exXp § — Z Z “YHDXer
teT jeJ

(HDXer Loss Function)
Where:

o AUcn(X, X) is the corrected potential energy change (Apparent Work) required to reweight

the ensemble (units of kJ/mol)
e kg7 is the thermal energy
® perr is the error density function quantifying agreement with experiment

® YHDxer is the tunable optimisation parameter (dimensionless) that balances fitting accu-

racy against the work required to reweight the ensemble
o ﬁ;rfm(X ) is the predicted fractional uptake for peptide j at time ¢

o DI"(Y) is the experimental fractional uptake data

n = 1 is the fixed uncertainty parameter

Interpretation of yupxer Higher yHpxer values allow more aggressive fitting to experimental
data but risk overfitting by forcing large deviations from the prior ensemble. Lower values
preserve the prior distribution but may result in poorer fit to experiment. We tested yrpxer
values from 1 x 10° to 9 x 10Y, spanning a range from minimal to strong fitting. Larger values
of yYHpxer Were tested in preliminary analysies but we found that above yHpxer = 9 % 109, the

optimiser would consistently fail in some split-replicates.
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5.5 Validation Framework
5.5.1 ValDX Process Flow

Our overall validation methodology is described in ValDX Workflow Diagram, this section de-
scribes the exact implementation details of the ValDX workflow. ValDX is built around the

HDXer optimisation package but the overall protocol is transferable.

The workflow starts with data splitting. For each replicate, ensemble-structural features are
computed for both the training and validation peptide sets. The training data (peptides and
features) are used for fitting across multiple free-parameter choices (vgpxer). Within each
split-replicate, representative parameters are selected using a parameter selection algorithm
(curve-of-the-knee). From this replicate-parameter set, model-parameters and weights are ex-
tracted and used to calculate Validation MSE as well as Work Done distances. These metrics

are pooled across replicates and can then be compared in downstream analysis.

Curve-of-the-Knee Optimiser The optimal regularization parameter (yHpxer) balances fit-
ting accuracy against overfitting. We identified this balance point automatically by plotting
apparent work against training error and finding the “elbow”, the point where additional fit-
ting strength provides diminishing returns. This was computed as the point where the local
gradient approaches —1 (45° slope) on the work-error tradeoff curve. The knee was selected
from the training error versus apparent work curve (both linear scale), using the same ~y grid

(1 -9 x 10°) across all experiments.

This is a naive implementation of the qualitative parameter selection method described by
HDXer tutorials and literature.[13, 16] The full algorithm is provided in Curve-of-the-Knee

yHDXer Optimisation in Supplementary Information.

5.5.2 Practical Considerations

Due to the complexity of ensemble-data fitting there are numerous possible failure modes, how-
ever these can be addressed within each component. For data splitting, overlap can be resolved
by adjusting initial peptide redundancy dropout or directly removing extremely long or re-
dundant peptides. Optimisation runs themselves may fail, preliminary investigations showed
that larger vy px¢r runs are more likely to fail; due to the Lagrangian formulation it is unlikely
that all simulations within a replicate fail. If replicates are consistently failing, adding addi-
tional replicates can overcome this and lowering the scale for vy pxer applied leads to more

conservative fitting.
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5.6 Metrics and Statistical Analysis

To quantify the quality of the optimised ensembles, we employed a set of metrics measuring
both the fit to experimental data and the deviation from the prior ensemble (Work Done). De-
tailed thermodynamic derivations and statistical validation of these metrics are provided in the
Supplementary Information (Derivation of Work Done Metrics and Metric Quality Quantifica-

tion).

5.6.1 Metrics at a Glance

Methods Table M8: Summary of Optimisation Metrics

Metric Unit Interpretation

Workghape  kJ/mol  Cost of changing the relative pattern of protec-
tion factors (local structure/H-bond errors)

Workgale kJ/mol  Cost of changing the overall magnitude of protec-
tion factors (experimental condition mismatch)

Workgensity  kJ/mol  Cost of reorganising the ensemble-average pro-
tection factor distribution (skewed sampling)

Workopt kJ/mol  Total information-theoretic cost: Workghape +
Workdensity

AMSEq:  uptake? Improvement in fit to experimental data
(MSEinitial - MSEfinal)

5.6.2 Work Done Metrics

We define "Work Done" as the information-theoretic cost of reweighting the ensemble away
from its prior distribution. Unlike the apparent internal energy term reported by HDXer, which
reflects only the regularised reweighting objective, our Work metrics quantify both magnitude

shifts and distributional reorganisation in protection factor space.

Work Shape (Workgpape) To quantify how much the relative pattern of protection factors changes
during optimisation, independent of global shifts in magnitude, we calculate Workgpape. This

metric captures the "structural” changes in the ensemble’s protection profile.

Workspape = kT Y ’10g Py((i)) — log Py({i)) (M5)

mean-centered

Where:
o kpT is the thermal energy (2.479 kJ/mol at 298 K)

e Py((i)) is the initial protection factor of residue i
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. Pf(<z>) is the optimised protection factor of residue i
® |...|mean-centered denotes the absolute difference after mean-centering both profiles

Interpretation: Large values indicate that optimisation substantially reorganised which protein
regions appear protected versus solvent-exposed, typically signifying incorrect local structure

or erroneous hydrogen-bonding networks.

Work Scale (Workg,e) To measure the global shift in protection factor magnitude (e.g., the

whole protein becoming more or less protected), we calculate Workje.

Workgeale = kT |log Pr((X)) — log Pr((X)) (M6)

Where:
e log P;((X)) is the mean log protection factor of the initial ensemble
e log Pf((X )) is the mean log protection factor of the optimised ensemble

Interpretation: Elevated values suggest systematic mismatch between experimental conditions

and model calibration rather than structural deficiencies.

Work Density (Workgensity) To quantify the reorganisation of ensemble-average protection
factors during optimisation, we calculate Workgensity- This metric captures the entropic contri-

bution to the Work Done.

Workdensity = _TASopt =-T <Sopt<X) - Sopt(X)> (M7)

Where:

® Sopt(X) is the thermodynamic entropy of the ensemble-average protection factor distri-

bution of X
e T is the temperature

Interpretation: Large values indicate that the optimiser substantially shifted the distribution of
protection factors, suggesting that the initial conformational sampling was skewed relative to
the true solution-state populations or that important conformational states were inadequately

sampled.
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Total Work (Work,,:) The total information-theoretic cost of optimisation is the sum of the
shape and density costs, where entropy is computed over the ensemble-average protection fac-

tor distribution across residues:

Workopt = Workshape + Workdensity (M8)

Interpretation: This represents the total information-theoretic cost of transforming the initial

ensemble hypothesis into one that matches experimental observations.

5.6.3 Operational Metrics

MSE Improvement (AMSE,;) To quantify the improvement in fit to experimental data, we

calculate the absolute reduction in Mean Squared Error.

A1v[SEopt = MSEjnitial — MSEfinal (M9)

Interpretation: Higher values indicate a greater reduction in error when fitting the experimen-

tal HDX data.

Z-Score To assess whether the improvement in fit is statistically significant relative to the work

done, we compute a Z-score.

7 ANISEopt — Mnull

Onull

(M10)

Where:

® [inull, Onull are the mean and standard deviation of AMSE,¢ from a null distribution (ran-

dom reweighting)

5.6.4 Statistical Analysis

Statistical significance of metric differences between ensemble generation methods was as-
sessed using one-way ANOVA followed by Tukey’s HSD post-hoc tests for pairwise compar-
isons. Significance levels are reported as: f p < 0.25, { p < 0.1, * p < 0.05, * p < 0.01, ***
p < 0.001, **** p < 0.0001. All statistical analyses were performed using the “scipy.stats’ and

‘statsmodels’ Python packages.
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We also evaluated the predictive utility and stability of these metrics using multiple linear re-
gression and variance decomposition (Partial R?, Stability Index, CV, n?). Detailed results of

this validation are presented in Supplementary Information Metric Quality Quantification.

5.7 Case Study Protocols
5.7.1 Iso-Validation Protocol

e Inputs: ISO-BiModal and ISO-TriModal ensembles; Synthetic HDX-uptake curves (gen-
erated from inverted ISO-BiModal ensemble, 5% to 40% Open).

e Optimised parameters: Frame weights (RW-only).

e Splits/Replicates: 3 replicates x 4 split types (Non-Redundant, Spatial, Random, Se-

quential).
e Optimisation Grid: Yupxer € {1,...,9} x 10{-10.1},
e Outputs computed: MSETrainmg, Apparent Work, Open State Recovery %.
Simulation data was obtained from the HDXer tutorial.[16] Synthetic protection factors were
computed using the Radou method (BV-model with switch function).[21]
5.7.2 Reweighting-Only Protocol

e Inputs: Clustered ensembles (500 structures, k-means on PCA); HDX-MS Data (HDX-
NMR for BPTI).

e Optimised parameters: Frame weights (RW-only).
e Splits/Replicates: 3 replicates x 2 split types (Non-Redundant, Spatial).
e Optimisation Grid: vupyer € {1,...,8} x 10°.

e Outputs computed: W distance (vs. parent ensemble), MSEv,jigation, AMSEopt, AHopt,
Multi-variate o (using A Hps and —TASqpt).

W, distance was computed between the ensemble-average of the unclustered parent ensembles

(AF2-Filtered and MD-1Start).

5.7.3 BV-Model Parameter Optimisation Protocol
e Inputs: Unclustered parent ensembles; HDX-MS Data.

e Optimised parameters: S¢, Sy (BV-only).
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e Splits/Replicates: 10 replicates x 2 split types (Non-Redundant, Spatial).

e Outputs computed: Optimal ¢, S values, MSEv,iidation-
Single structures for comparison were selected as: AF2-MaxRank (highest pLDDT from Colab-
Fold default) and AF2-MaxPLDDT (highest pLDDT from entire AF2-MSAss ensemble).
5.7.4 Protocol Comparison Benchmark

e Inputs: Ensembles; HDX-MS Data (HDX-NMR for BPTI).

e Optimised parameters: All protocols (BV-only, RW-only, RWafterBV, BVafterRW, Mutu-
alBVRW).

e Splits/Replicates: 3 replicates per stage.

e Optimisation Grid: vapxer € {1,...,8} X 10° (for reweighting stages).

e Outputs computed: Comparative metrics across protocols.
For multi-stage protocols, replicates were mean-averaged over weights and parameters to pro-
vide the prior for the next stage.
5.7.5 Ensemble Size (Clustering) Sweep

e Inputs: Parent ensembles (10k-12.7k structures), clustered to sizes {0.1%, 1%, 5%, 10%,
20%, 50%, 100%}; HDX-MS Data (HDX-NMR for BPTT).

e Optimised parameters: Frame weights (RW-only).
e Splits/Replicates: 3 replicates x 2 split types.

e Optimisation Grid: Yupxer € {1, ..., 8} x 10°.

e Outputs computed: Metrics vs Cluster Size.

Clustering was performed via k-means on 10 PCA dimensions.

5.7.6 Structure Poisoning Protocol

e Inputs: Clustered ensembles (1000 structures) + Poisoned structures (0.1%, 1%, 10%,

50%); HDX-MS Data.
e Optimised parameters: Frame weights (RW-only).

e Splits/Replicates: 3 replicates x 2 split types.
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e Optimisation Grid: Yipxer € {1,...,8} x 10°.
e Outputs computed: Correlation (R) and Standard Deviation (SD) of metrics.

Poisoned structures were added sequentially, ordered by Euclidean distance (RMSD in PCA
space) to the uncorrupted ensemble-average. The 50% poisoned ensemble served as a negative

control.

5.8 Computational Implementation Details

All simulations were performed using the University of Oxford’s Advanced Research Clus-
ter (ARC).[50] Traditional MD simulations used GROMACS 2021.3.[51] Enhanced sampling
protocols (T-FES) were implemented in OpenMM 8.1.2.[52] AlphaFold2 structure predictions
were generated using LocalColabFold (commit 1208ceb).[34] HDXer (commit f06191e) was

used for all ensemble reweighting and optimisation.[16]

Key analysis libraries included MDAnalysis (2.6.1),[ 53] scikit-learn (1.5.2),[54 ] and SciPy (1.14.1).[55]
Full computational environment details, including package versions and performance bench-

marks for all simulation types, are provided in Computational Environment and Performance.

5.9 Code and Data Availability

To democratise adoption and reproducibility of quantitative HDX-MS workflows, we provide
details and scripts for all major components in this work. This includes the ValDX workflow
using a modified HDXer, associated plots and data processing scripts. The scripts for ensemble
generation experiments are also provided, including: topology generation, colabfold simula-

tions, AF2-ensemble cleaning scripts, and MD simulation files.

5.9.1 HDXer Package

HDXer (version commit f06191 used) is a Python package for MaxENT optimisation for HDX-
MS data. The package provides implementations of the Best-Vendruscolo model and frame
reweighting optimisation algorithms used in this study. https://github.com/Lucy-Forrest

-Lab/HDXer

5.9.2 ValDX

The ValDX validation framework developed for this study was written in python, building on
a modified version of the HDXer package to directly extract parameters. The workflow scripts

and analysis notebooks are split into separate repositories.
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Workflow ValDX workflow repository, implementing peptide splitting algorithms, optimisa-
tion protocols, and metrics calculation for ensemble validation. https://github.com/alexisi

ddiqui/ValDX

Plots and Miscellaneous scripts Python scripts for generating figures, statistical analyses,
and ensemble/data processing reported in this work. https://github.com/alexisiddiqui/i

nterpretable-hdxer

5.9.3 Topology Generation

Notebooks to generate and validate topologies used for MD simulations for each of the starting
structures used in MD simulations. This also repository contains the forcefield description files.

https://github.com/alexisiddiqui/topology_generation

5.9.4 Traditional MD Simulations

Traditional MD simulations were performed using GROMACS (2021.3) using topologies gen-

erated from AF2 structures.

Simulation files and scripts Traditional MD simulations were run with a small python pack-
age that acts as a wrapper for GROMACS, primarily to manage paths across repeated simu-
lations. https://github.com/alexisiddiqui/xMD. Simulation parameters were obtained
from https://github.com/intbio/gmx_protocols (commit d70eb3e), the equilibration pro-
tocols were modified from those provided in the gmx_protocols repository to separate position

restraints on heavy atoms and backbone atoms across different stages of equilibration.
5.9.5 Enhanced MD Simulations
Enhanced MD simulations were run using OpenMM (8.1.2), the T-FES protocol was built from

Frontier-Expansion-Sampling,[48 ] modified for simulation correctness and performance.

Frontier Expansion Sampling A modified Frontier-Expansion-Sampling protocol was used
to perform enhanced sampling MD simulations. These scripts do not correctly apply a barostat

for pressure coupling. https://github.com/Gonglab-THU-MD/Frontier-Expansion-Samplin

g

T-FES scripts T-FES modifies the original Frontier-Expansion-Sampling workflow in a few

key ways. Primarily, pressure coupling through a Monte-Carlo barostat for correctness and
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consistency to the traditional MD simulations. The protocol was also extended to simulate
across multiple topologies, simultaneously and in parallel. https://github.com/alexisidd

iqui/multi-Topology-Frontier-Expansion-Sampling
5.9.6 AF2 Simulations
AF2 was used to generate initial ensembles of our protein systems, this was achieved using

MSA subsampling.[34]

LocalColabFold LocalColabFold (version commit 1208ceb) was used to perform MSA sub-

sampling. https://github.com/YoshitakaMo/localcolabfold

MSA Subsampling workflow scripts Simulation, initial analysis, and AF2 ensemble process-
ing scripts for all protein systems in this study are provided here. https://github.com/alexi

siddiqui/xFold_Sampling
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