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Abstract

Psychosis prevention relies on early detection of individuals at clinical high risk
for psychosis (CHR-P) remains limited, constraining preventive care. The effec-
tiveness of the CHR-P state is constrained, in part due to clinical assessments
requiring specialist interpretation of narrative interviews, limiting scalability.
Here, we evaluate whether large language models (LLMs; deep learning mod-
els trained on large text corpora to process and generate language) can extract
clinically meaningful information from such interviews to support psychosis risk
assessment. We assessed 11 open-weight LLMs on 678 PSYCHS interview tran-
scripts from 373 participants (77.7% CHR-P). Models inferred CHR-P status
and estimated severity and frequency across 15 symptom domains, benchmarked
against researcher-rated scores. Larger models achieved the strongest classi-
fication performance (Llama-3.3-70B: accuracy = 0.80, sensitivity = 0.93,
specificity = 0.58). LLM-generated symptom scores showed good correlations
with researcher-rated scores (ICCsev = 0.74, ICCfreq = 0.75). Performance
disparities were minimal across most demographic groups but varied across
sites. Generated summaries were largely faithful to source transcripts, with low
rates of clinically relevant confabulation (3%). Errors primarily reflected over-
pathologisation of non-clinical experiences. While accuracy scaled with model
size, smaller models achieved competitive performance with substantially lower
computational cost. These findings demonstrate that open-weight LLMs have
the potential to assess psychosis risk from psychometric interview transcripts,
supporting scalable, human-in-the-loop approaches to early detection.

Keywords: Clinical high risk for psychosis (CHR-P), psychosis prevention, artificial
intelligence in mental health, large language models, clinical interviews

Introduction1

Psychosis accounts for 10% of the global health burden among young people [1]. In2

almost 80% of individuals, the first episode of psychosis is preceded by a detectable3

clinical high risk for psychosis (CHR-P) phase [2, 3], characterized by attenuated psy-4

chotic symptoms and functional impairment [4]. Specialized CHR-P services seek to5

identify people during this window to enable timely monitoring and preventive inter-6

vention. Such early detection is clinically meaningful: compared to individuals first7

identified at the first episode stage, those engaging with CHR-P services have shorter8

pathways to care and reduced subsequent inpatient use [5]. However, despite this9
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clinical impact, only 5-14% of individuals who later develop psychosis are currently10

identified during the CHR-P stage, limiting the population-level reach of preventive11

care [6, 7]. A low detection rate is also observed for first-episode cases identified by12

early intervention services [8]. This suggests that improving detection and assess-13

ment of emerging psychosis (either CHR-P or first episode) is the rate limiting step14

towards better preventive and early intervention care . Digital health solutions have15

the potential to help address this gap [9, 10].16

While semi-structured CHR-P assessments, such as the Comprehensive Assessment17

of At-Risk Mental States [CAARMS] [11], Structured Interview for Psychosis-Risk18

Syndromes [SIPS] [12], Positive SYmptoms and Diagnostic Criteria for the CAARMS19

Harmonized with the SIPS [PSYCHS] [13], have excellent prognostic accuracy (area-20

under-the-curve = 0.85) [14], they require highly trained clinicians who have had21

specialised training in the assessment of subtle symptoms across multiple dimensions,22

which can take up to two hours per assessment. This represents a major barrier to23

effective CHR-P detection. Even in well-resourced services, this requires a relatively24

large amount of clinician time and can lead to delayed or missed detection. In addi-25

tion, interpretation of symptoms is subjective and can vary across raters and settings,26

leading to differences in sample ascertainment and monitoring. While detection and27

CHR-P assessment is recommended by clinical guidelines [15] , there is no standard28

for tools or versions, which exacerbates inconsistencies. This underlines the need for29

standardized, reproducible and scalable assessments [13, 16].30

Large language models (LLMs) are artificial intelligence models that are trained on31

large text corpora, allowing them to understand and generate human language. Recent32

advances in LLMs have demonstrated these capabilities across healthcare tasks [17, 18].33

LLMs have the potential to standardize documentation of clinically relevant informa-34

tion and expand access to mental healthcare, where assessment depends on nuanced35

contextual interpretation of language. Recent studies have begun to demonstrate36

this potential, for example, assessing empathy and adherence to counseling principles37

in LLM-generated responses [19], and benchmarking aspect-based summarization of38

psychotherapy sessions to support clinician documentation [20].39

Collectively, these advances could enable LLM-augmented CHR-P interviews,40

where LLMs can automatically score symptom severity and frequency, as well as assess41

CHR-P criteria, from interview transcripts. This automated approach could alleviate42

assessment burden in clinical services and reduce inter-site and inter-rater variability43

in recruitment and symptom scoring for research studies.44

To our knowledge, no prior study has evaluated LLMs for structured psychosis45

risk assessment from psychometric interviews. Here, we systematically evaluated the46

ability of 11 open weight LLMs applied to psychometric interview transcripts to47

accurately (i) assess CHR-P criteria; (ii) score severity and frequency of attenuated48

positive psychotic symptoms; before assessing (iii) algorithmic fairness, (iv) quality of49

LLM-generated summary reports and systematic failure modes. Finally, we assessed50

compute-performance trade-offs: a key practical consideration for implementation.51
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Fig. 1 End-to-end pipeline for automated CHR-P symptom scoring from partial interview tran-
scripts. De-identified AMP-SCZ transcripts are preprocessed and analyzed using a library of 15
PSYCHS-aligned prompts. A locally deployed LLM applies CoT to extract symptom evidence and
outputs structured JSON containing severity and frequency scores with a brief rationale summary.
Outputs are parsed and merged, then subjected to validation and optimization (schema and range
checks, consistency checks, and feasibility profiling). Future implementation could support clinical
triage and prospective evaluation within CHR-P services.

Results52

We evaluated this framework using the Accelerating Medicines Partnership53

Schizophrenia (AMP-SCZ) dataset [21], comprising 678 partial transcripts from PSY-54

CHS interviews conducted in English. These transcripts corresponded to the first 3055

minutes of semi-structured interviews collected across multiple sites and longitudinal56

timepoints.57

A total of 373 participants (77.7% CHR-P) had available transcripts paired with58

researcher-rated symptom severity and frequency scores. The sample had a mean age of59

21.7 years (s.d. = 3.8), with 16.2% aged under 18; 63.3% were female, 4.4% non-binary,60

18.5% reported a first language other than English and 55.5% were White.61

Transcripts were segmented into 15 PSYCHS symptom domains, yielding n =62

4,691 transcript–domain observations (from n = 4,700 complete transcript instances;63

9 instances were missing researcher-rated scores, i.e., ground-truth). These were paired64

with clinician-derived scores and used to evaluate both classification and regres-65

sion tasks. Unusual Thoughts and Experiences was the most frequently represented66

symptom domain (12.5%), whereas Somatic Perceptual Abnormalities was the least67

represented (4.1%).68

As shown in Fig. 1, we evaluated 11 locally-deployed, open-weight LLMs (Llama-69

3.2-1B-Instruct, gemma-3n-E2B-it, Llama-3.2-3B-Instruct, medgemma-1.5-4b-it,70

gemma-3n-E4B-it, Llama-3.1-8B-Instruct, Phi-3-medium-4k-instruct, medgemma-71

27b-it, Qwen3-30B-A3B-Instruct-2507, Llama-3.3-70B-Instruct, Qwen3-Next-80B-72

A3B-Instruct) using structured reasoning strategies, including chain-of-thought (CoT)73

prompting [22], to score 15 symptom domains. For each domain, models were74

instructed to infer severity and frequency scores from the transcript text and then75

provide a brief, evidence-based rationale summary for the assigned ratings.76
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Table 1 CHR-P detection performance across open-weight LLMs, grouped by model scale. Metrics
are computed at the subject-visit level (n = 556) using a pragmatic PSYCHS-aligned gate derived
from predicted severity and frequency. Values are proportions.

Model Size (B) Accuracy Sensitivity Specificity Precision F1 MCC

Small (< 10B)
Llama-3.2-1B-Instruct 1 0.599 0.819 0.227 0.641 0.719 0.056
gemma-3n-E2B-it 2 0.728 0.966 0.329 0.708 0.817 0.405
Llama-3.2-3B-Instruct 3 0.646 1.000 0.048 0.639 0.780 0.176
medgemma-1.5-4b-it 4 0.541 0.659 0.343 0.628 0.643 0.002
gemma-3n-E4B-it 4 0.766 0.948 0.459 0.747 0.836 0.489
Llama-3.1-8B-Instruct 8 0.745 0.960 0.382 0.724 0.825 0.442

Medium (10–30B)
Phi-3-medium-4k-instruct 14 0.621 0.550 0.739 0.780 0.645 0.282
medgemma-27b-it 27 0.750 0.911 0.478 0.746 0.821 0.445
Qwen3-30B-A3B-Instruct-2507 30 0.754 0.983 0.367 0.724 0.834 0.477

Large (> 30B)
Llama-3.3-70B-Instruct 70 0.802 0.934 0.580 0.789 0.856 0.568
Qwen3-Next-80B-A3B-Instruct 80 0.793 0.934 0.556 0.780 0.850 0.548

CHR-P classification77

We first evaluated whether LLM-derived symptom scores could be used to classify78

CHR-P status at the subject–visit level (n = 556). Performance improved with model79

scale (Table 1), with the strongest results achieved by the largest models.80

Performance improved with model complexity, with the strongest overall results81

achieved by the largest models. Llama-3.3-70B-Instruct (70 billion parameters082

achieved the best overall accuracy (0.802), while maintaining high sensitivity (0.934)83

and improved specificity (0.580) relative to smaller models. Qwen3-Next-80B-A3B-84

Instruct (80 billion parameters) performed comparably (accuracy 0.793) with the same85

sensitivity (0.934) and slightly lower specificity (0.556).86

Across models, sensitivity was generally high, consistent with the overestimation87

tendency observed in Fig. 2 and Supplementary Figs. 1–3, which shifts the operating88

point toward fewer false negatives at the cost of increased number of false positives.89

This pattern was most pronounced for smaller models (< 10B), with medium-size90

models (10–30B) generally improving this trade-off.91

In terms of individual symptom domains, LLMs performed best in scoring sever-92

ity of Unusual Thoughts and Experiences (Llama-3.3-70B-Instruct: F1= 0.80, MCC=93

0.61) and Auditory Perceptual Abnormalities (Llama-3.3-70B-Instruct: F1= 0.77,94

MCC= 0.76), with the weakest correlations in scoring severity of Gustatory Perceptual95

Abnormalities (Llama-3.3-70B-Instruct: F1= 0, MCC= 0) and Somatic Perceptual96

Abnormalities (Llama-3.3-70B-Instruct: F1= 0, MCC= −0.01) (Supplementary Fig.97

4; Supplementary Tables 1–5).98
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Scoring symptom severity and frequency99

We next evaluated scoring of the PSYCHS symptom domains, comparing LLM-100

predicted severity and frequency ratings against researcher-rated scores across all101

available symptom domain transcripts. Table 2 summarizes completeness (the propor-102

tion of expected transcript–item pairs yielding valid model outputs), agreement for103

severity and frequency (Pearson r, ICC), and discrimination (AUC). Across models,104

larger models generally exhibited stronger correlations with researcher-rated scores105

and more stable output formatting.106

Completeness (Raw) is the proportion of expected transcript-item pairs with valid107

outputs before recovery; Completeness (Repair) is the proportion after post-processing108

recovery. Raw output completeness was near ceiling for Qwen3-30B-A3B-Instruct-109

2507 (99.98%), Llama-3.3-70B-Instruct (100%), and Qwen3-Next-80B-A3B-Instruct110

(99.98%), indicating that failures were rare under deterministic prompting. By111

contrast, Phi-3-medium-4k-instruct exhibited substantially lower raw completeness112

(29.61%) that increased to 91.53% after automated repair, consistent with recoverable113

formatting errors rather than a systematic inability to perform the scoring task.114

Among large models, Llama-3.3-70B-Instruct (ICCsev = 0.743, ICCfreq = 0.748)115

and Qwen3-Next-80B-A3B-Instruct (ICCsev = 0.767; ICCfreq = 0.749) performed116

similarly high. Medium-sized models also performed strongly, with Qwen3-30B-A3B-117

Instruct-2507 achieving the highest frequency correlation (ICCsev = 0.737, ICCfreq =118

0.731 ). In the small-model group (< 10B), gemma-3n-E4B-it provided the strongest119

overall agreement (severity r = 0.725, ICCsev = 0.672; frequency r = 0.749, ICCfreq =120

0.735)121

Predicted scores showed clear concordance with researcher ratings, with most122

disagreements occurring between adjacent ordinal categories (Fig. 2). However, mod-123

els exhibited a systematic tendency to overestimate severity and frequency at lower124

score ranges (Supplementary Figs. 1–3). Meanwhile, both Qwen3-30B-A3B-Instruct-125

2507 and Llama-3.3-70B-Instruct showed strong correlations with researcher-rated126

scores for both severity and frequency, with a tendency to overestimate scores when127

researcher-rated scores were below 4.128

In terms of individual symptom domains, LLMs performed best in scoring severity129

of auditory (Llama-3.3-70B-Instruct: ICC=0.86, r=0.88) and visual (Llama-3.3-70B-130

Instruct: ICC=0.84, r=0.87) perceptual abnormalities, with the weakest correlations131

in scoring severity of erotomanic ideas (Llama-3.3-70B-Instruct: ICC=0.20, r=0.34)132

and somatic perceptual abnormalities (Llama-3.3-70B-Instruct: ICC=0.37, r=0.40)133

(Supplementary Table 1).134

Algorithmic fairness135

We evaluated algorithmic fairness using demographic parity (difference in predicted136

positive rates) and equalised odds (differences in true positive rate (TPR) and false137

positive rate (FPR)) across age, ethnicity, first language, gender and site. 95%CIs were138

estimated using 2,000 bootstraps to reflect the variability of fairness metrics (Fig. 3).139

Category-level predicted positive, TPR, and FPR are presented in Supplementary140

Table 6.141
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Table 2 PSYCHS item-level scoring agreement across open-weight LLMs. Metrics were computed
at the transcript–item level (n = 4,685).

Model Size (B)
Completeness Severity Frequency

Raw Repair r ICC AUC r ICC AUC

Small (< 10B)
Llama-3.2-1B-Instruct 1 0.916 1.000 0.509 0.182 0.792 0.052 0.015 0.474
gemma-3n-E2B-it 2 0.998 1.000 0.694 0.627 0.884 0.711 0.702 0.890
Llama-3.2-3B-Instruct 3 0.963 1.000 0.609 0.419 0.863 0.622 0.466 0.858
medgemma-1.5-4b-it 4 0.730 0.808 0.408 0.198 0.771 0.610 0.592 0.888
gemma-3n-E4B-it 4 0.945 1.000 0.724 0.672 0.896 0.753 0.739 0.907
Llama-3.1-8B-Instruct 8 0.968 0.999 0.709 0.614 0.890 0.753 0.724 0.909

Medium (10–30B)
Phi-3-medium-4k-instruct 14 0.297 0.918 0.695 0.653 0.890 0.722 0.711 0.897
medgemma-27b-it 27 0.926 1.000 0.736 0.689 0.891 0.756 0.749 0.903
Qwen3-30B-A3B-Instruct-2507 30 1.000 1.000 0.781 0.737 0.916 0.772 0.731 0.926

Large (> 30B)
Llama-3.3-70B-Instruct 70 1.000 1.000 0.797 0.743 0.920 0.770 0.748 0.911
Qwen3-Next-80B-A3B-Instruct 80 1.000 1.000 0.784 0.767 0.912 0.770 0.749 0.913

There were small disparities related to age. Comparing under 18s to over 18s,142

demographic parity differences ranged from 0.03–0.010, TPR disparities ranged from143

0.01–0.16 and FPR disparities ranged from 0.02-0.06.144

Across ethnicity, disparities were similarly small. Compared to White ethnicity,145

demographic parity differences ranged from 0.03–0.08, TPR disparities ranged from146

0.06–0.22 and FPR disparities ranged from 0.01-0.06. No ethnic group was consistently147

driving these disparities across models.148

Similarly, there were small disparities in first language. Comparing participants149

with English as a first language to those with other languages, demographic parity150

differences ranged from 0.01-0.08. TPR disparities ranged from 0.01-0.07 and FPR151

disparities ranged from 0.01-0.04.152

Across gender, disparities were generally small across models. Compared to male153

participants, demographic parity differences ranged from 0.05-0.18. TPR disparities154

ranged from 0.03-0.16 and FPR disparities ranged from 0.03-0.08. This was largely155

driven by higher predicted positive rates, TPR and FPR in participants who were156

non-binary or different gender identities (demographic parity: 0.03-0.18, TPR: 0.01-157

0.16, FPR:0-0.05) with smaller differences between males and females (demographic158

parity: 0.01-0.06, TPR: 0.01-0.10, FPR: 0.01-0.03)159

Site differences were more pronounced. Compared to the largest site (Melbourne),160

demographic parity differences ranged from 0.09-0.25, TPR disparities ranged from161

0.02–0.66, and FPR disparities from 0.02–0.19.162
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Fig. 2 Agreement between LLM-predicted and researcher-rated PSYCHS scores. Three representa-
tive models have been selected as the best-performing model within each size tier. Adjacent trend
plots show the fitted linear relationship between predicted and researcher-rated scores, with the
dashed diagonal representing perfect agreement, the solid line the least-squares regression fit, and
the shaded band the 95% prediction interval. Pearson’s correlation coefficient and its 95% confidence
interval are shown within each panel. Heatmaps summarise the joint distribution of predicted and
researcher-rated (ground-truth) scores for severity/intensity and frequency on the 0–6 scale; each cell
is annotated with the number of transcript–item pairs assigned to that score combination. The same
colour scale was applied across all heatmaps, with colour intensity capped at 400 counts.

Expert-led evaluation of LLM-generated summary reports163

Experts (MA and DO) evaluated a randomly selected subset (10%) of summary reports164

generated by our best performing model (Llama-3.3-70B-Instruct). Expert-generated165

symptom scores based on the summary reports alone correlated strongly with LLM-166

generated scores (r severity=0.87; r frequency=0.87) and researcher-rated scores (r167

severity=0.86; r frequency=0.82). LLM-generated and researcher-rated scores were168

less strongly correlated (r severity=0.82; r frequency=0.80).169

Summary reports were generally accurate, with 93.3% fully representing symptom170

domain transcript content, while 5.6% had minor inaccuracies and 0.1% with moder-171

ate inaccuracies. However, LLM-generated confabulations that impacted scoring were172
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Fig. 3 Algorithmic fairness across age (over 18s [reference], under 18s), ethnicity (White [reference],
Asian, Black, Mixed, Other), first language (English [reference], other), gender (Male [reference],
Female, Non-binary, Different Identity), and site (Melbourne [reference], Birmingham, Calgary, Cam-
bridge, Georgia, Hartford. King’s College London, Montreal, Mt. Sinai, Northwell, Oregon, Penn,
Pitt, Singapore, Temple, UC Irvine, UNC, WashU, Yale). Dots represent metric estimates with lines
representing bootstrapped 95%CIs. Values of 0 reflect no evident disparities in performance.

present in 2.7% of reports, generally referring to statements of symptoms being dis-173

tressing and impacting daily functioning from the scoring guidance, when this had174

not actually been reported in the transcripts. Moderate omissions (e.g. omitting dis-175

cussions of substance use related to symptom onset, clarification of experiences being176

within the range of normal) were present in 0.8% and minor omissions (e.g. clarifi-177

cations of frequency) in 1.0% of reports. There were no reports that omitted safety178

concerns raised in the symptom domain transcripts.179

Experts (MA and DO) additionally evaluated the 15 cases where model outputs180

deviated the most from researcher-rated severity and frequency scores to understand181

systematic patterns of where the model performs poorly. In most of these cases (53%),182

the LLMs were pathologising experiences that, although unusual, are within the range183

of typical human experience and/or cultural norms (e.g. feeling mistrustful as a result184

of a particular adverse experience). In 27% of cases, there was discussion of symptoms185

outside of the symptom domain being assessed in the interview section, leading to186

overscoring by the LLMs. In 13% of cases, scores generated by LLMs were considered187

correct according to the transcript provided, suggesting that researcher-rated scores188

may use information outside of the transcript. In 7% of cases, LLMs misinterpreted189

discussion of a situation that led to over-scoring of the symptom domain (e.g. using190

gesture to communicate in certain instances, or relationship issues) .191

9
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Fig. 4 Compute–performance trade-offs across model scales. Scatter plots relate subject–visit CHR-
P detection performance (F1 score) to (left) peak GPU memory consumption and (right) token
generation speed (tokens per second) for each evaluated open-weight LLM. Each point represents a
model; bubble area is proportional to model parameter count (model scale), and higher values on the
y-axis indicate better detection performance.

Compute-performance trade-offs192

We then examined operational trade-offs between model performance and inference193

cost by relating subject-visit F1 scores to peak GPU memory consumption and token194

generation speed, as shown in Fig. 4. As expected, performance improved with increas-195

ing resource requirements: models achieving the highest F1 scores generally required196

substantially greater peak GPU memory. Conversely, smaller models clustered at197

lower memory footprints but delivered more modest F1, consistent with the accuracy198

limitations observed in the subject-visit evaluation. We additionally quantified the199

association between F1 score and model size, observing strong positive correlations200

(Spearman ρ = 0.81, p < 0.001; Spearman ρ = 0.76, p < 0.001 after log-transforming201

model size).202

A similar trade-off was evident for throughput. Models with faster token gener-203

ation tended to exhibit lower F1, whereas the highest-performing models operated204

at lower generation speeds (Fig. 4), reflecting an accuracy-latency constraint that is205

particularly salient for scalable CHR-P triage. Importantly, several mid-sized mod-206

els occupied an intermediate regime, providing competitive F1 scores at markedly207

reduced memory demand and improved throughput relative to the largest models.208

These results motivate selecting model configurations based on the intended clini-209

cal operating point, balancing accuracy against hardware availability and acceptable210

latency for interview-driven workflows.211

On the basis of these compute-performance trade-offs, we identified gemma-3n-212

E4B-it as a particularly practical candidate for deployment. This model achieved a213

strong subject-visit F1 score while requiring only 21.13GB peak GPU memory and214

sustaining approximately 7.59 tokens per second, placing it in a favorable regime of215

high throughput and low memory demand. These characteristics suggest that gemma-216

3n-E4B-it could be feasible for a wide range of clinical scenarios with limited GPU217

capacity, and motivate future work to evaluate efficient deployment pathways, includ-218

ing CPU-oriented serving architectures and, longer term, on-device inference on edge219

hardware such as smartphones. Importantly, this observation reflects a computational220

feasibility assessment only and should not be interpreted as a recommendation for221

immediate clinical deployment of the system.222
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Discussion223

Our findings demonstrate that open-weight LLMs can extract and score clini-224

cally relevant symptomatology from psychosis risk interview transcripts. Across a225

large, multi-site dataset of interview transcripts, LLMs achieved good classifica-226

tion performance for researcher-rated CHR-P criteria and strong correlations with227

researcher-rated symptom severity and frequency scores. These findings indicate that228

contemporary open-weight LLMs can be used to score CHR-P interviews for subtle229

psychotic symptoms to identify those most likely to reflect people at risk of psychosis,230

which has potential for increasing scalability of psychosis prevention.231

The best-performing models (Llama-3.3-70B-Instruct; Qwen3-Next-80B) achieved232

good accuracy (80%) for classifying CHR-P status, driven by high sensitivity. This233

was complemented by accurate symptom severity and frequency scores, with strong234

correlations with researcher-rated scores (r ≈ 0.78 − 0.80) and similar intraclass cor-235

relations to those seen between trained raters[23]. This performance was attained236

through structured reasoning strategies with CoT prompting [22]. These findings align237

with emerging evidence that LLMs can identify the presence of depressive symp-238

toms from interview transcripts [24, 25] and psychiatric diagnoses from interview239

transcripts [26, 27]. Notably, disagreements were typically confined to adjacent ordi-240

nal categories, suggesting that models capture underlying symptom severity even241

when precise scoring differs. Agreement with researcher-rated scores was strongest242

in perceptual abnormality domains and lower in less frequently represented or more243

context-dependent symptom domains. This variability highlights that while LLMs can244

approximate researcher ratings, performance remains uneven and dependent on both245

data representation and symptom characteristics. These symptoms are typically chal-246

lenging to assess without specialist raters [28], who have been trained in the use of247

psychometric instruments that typically determine service eligibility in clinical settings248

[29] or inclusion in research studies [21, 30].249

Sensitivity was consistently high across models, often at the expense of speci-250

ficity, reflecting a systematic tendency to overestimate severity and frequency scores.251

While perfect performance would be ideal, this pattern of performance is acceptable252

in a screening context, as delayed identification is associated with longer pathways to253

care and worse outcomes [5]. In addition, subsequent steps in a stepped assessment254

framework can allow for more in-depth assessment by a clinician, particularly when255

given context of known failure modes, to address lower specificity. Regardless, any256

prospective implementation would require calibration according to risk enrichment,257

local prevalence, service capacity and acceptable burden of false positives.258

Algorithmic fairness analyses revealed minimal disparities across age, ethnicity,259

first language and gender. While still small, there was greater variability in perfor-260

mance across sites. This pattern could reflect heterogeneity in recruitment strategies or261

interviewing styles, which are known to influence CHR-P ascertainment under human262

rating conditions [31], as well as the distribution of sample sizes and event rates,263

which differed substantially across sites. There was no apparent scaling of disparities264

according to model size, which suggests that more advanced models may not resolve265

these disparities alone. Prompting strategies that are tailored to local settings may266

be an option to address these issues. Our findings reinforce recommendations from267
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the broader LLM ethics literature [17, 18] and mental health roadmaps [32]: the use268

of LLMs in this context should involve site-level tailoring, prospective auditing and269

continuous monitoring rather than assuming uniform performance across settings.270

Evaluation of summary reports generated by the best-performing model (Llama-271

3.3-70B-Instruct) suggested that LLM-led summarisation of interview content may272

provide a clinically meaningful intermediate step to automated scoring. Symptom rat-273

ings derived from summaries alone correlated strongly with both LLM-generated and274

researcher-rated scores, exceeding the direct agreement between LLM and researcher275

ratings. This suggests that summaries adequately highlight key features from inter-276

view content. Overall accuracy was high, with 98% of summaries fully representing277

transcript content. However, confabulations were present in 3% of reports, typically278

unsupported claims of distress or functional impairment, and omissions occurred in279

a minority of cases, particularly around relevant substance use or normalization of280

experiences. Importantly, no safety concerns were omitted. These findings underscore281

the promise of LLM-generated summaries for scalable clinical documentation but also282

highlight the importance of specialist oversight to detect inaccuracies that can have283

clinically significant impacts on patients’ care.284

Several patterns emerged from assessing transcripts where models struggled the285

most. First, in some scenarios, participants described problems that were within the286

range of typical experience, which LLMs tended to score as clinically relevant. For287

example, a participant being concerned about being bullied could be scored high on288

suspiciousness by an LLM, an understandable response to victimisation in context.289

Second, pertinent information for one symptom domain may be mentioned in another290

(e.g. information about hearing voices could be disclosed when responding to questions291

for unusual thoughts and experiences). In the present study, transcripts were edited292

according to the sections of the psychometric interview, meaning that this type of293

information could have been missed. Using LLMs to identify relevant text from the294

full interview transcript or real-time scoring during the interview could be potential295

avenues to improve performance in future research.296

As expected, model performance increased with model size (ρ = 0.81), but at297

the cost of higher memory consumption and lower token throughput. While larger298

models typically performed better than smaller ones, it remains to be determined299

whether their added accuracy justifies the increased requirement for computational300

resources, mostly in resource-constrained settings. Our focus on open-weight models301

also mitigates privacy concerns associated with transmitting sensitive psychiatric data302

to external APIs, which is a key ethical consideration in mental health LLM integration303

[33, 34]. Development of a privacy-preserving route to allow use of frontier models304

would likely improve performance further than the open-weight models presented here,305

albeit at the greater computational requirements.306

There are also some limitations to consider. First, the interview transcripts were307

sourced from a research cohort of CHR-P individuals and healthy controls, which may308

inflate performance relative to clinical settings where those not meeting CHR-P criteria309

may exhibit a complex mixture of other psychopathologies. Second, we only had access310

to partial transcripts from the first 30 minutes of psychometric interviews, meaning311

that symptom domains in the later stages of the assessment were under-represented.312
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However, we addressed this by assessing CHR-P criteria at the symptom domain-313

level to ensure that results were not skewed by symptoms unassessed in the interview314

transcripts. Third, fairness analyses were constrained by subgroup sizes and demo-315

graphic granularity. Moreover, as researcher-rated scores are considered the ground316

truth in these analyses, apparent fairness may be more reflective of pre-existing sys-317

tematic biases within these settings (i.e. label bias) rather than true fairness. Fourth,318

we restricted our analysis to transcripts in the English language so these results may319

not generalise to interview content in other languages. Fifth, the limited number of320

available transcripts constrained our ability to perform supervised fine-tuning of the321

LLMs.322

From the LLM perspective, we focused on open-weight instruction-tuned models323

to maximize adherence to structured output formats. First, we did not evaluate fron-324

tier commercial LLMs in this study, given the practical and governance complexities of325

using externally hosted, remote proprietary models with sensitive mental health data.326

Second, we also did not assess “reasoning” or “think” LLM variants. Although such327

models may improve scoring performance, they may also increase the risk of so-called328

“reasoning hallucinations” [35]. Evaluating these models (for example, GPT-OSS and329

Qwen “Thinking” variants) therefore represents an important direction for future work330

in this space. Nevertheless, we also explored retrieval-augmented generation (RAG) by331

comparing each transcript to 12 exemplar vignettes from the CAARMS manual using332

cosine similarity, and injecting relevant examples into the prompt when similarity was333

low to emulate few-shot guidance. This approach did not improve performance and, in334

some cases, introduced RAG-related confabulations in which models echoed symptoms335

contained in the retrieved examples rather than the transcript evidence. In this work,336

we focused on GPT-style, decoder-only LLM architectures rather than BERT-style337

encoder models. Although encoder-based models can be highly effective for semantic338

classification, our primary objective was to obtain structured ratings together with339

a brief, evidence-based summary that supports interpretability and clinician review.340

Decoder-only LLMs naturally support this joint generation of scores and explanations341

within a single prompting framework, allowing the scoring decision and its justifica-342

tion to be tightly coupled. This design choice also aligns with the longer-term goal343

of enabling semi-automated clinical workflows in which models generate provisional344

ratings and concise summaries that can be efficiently reviewed and adjudicated by345

clinicians.346

Our results demonstrate that open-weight LLMs have the potential to assess psy-347

chosis risk from research interview transcripts. While larger LLMs perform best,348

smaller models may be compute-efficient alternatives. These results highlight the349

promise of LLM-assisted assessment to improve psychosis prevention at scale, within350

a human-in-the-loop framework.351

Methods352

All analysis followed the Transparent Reporting of a multivariable model for Individual353

Prognosis or Diagnosis - Large Language Models (TRIPOD-LLM) guidelines [36]) (see354

reporting checklist).355
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Study design and unit of analysis356

The primary unit of analysis was a transcript–domain instance, defined as a segment357

of a PSYCHS interview corresponding to one of 15 symptom domains, paired with358

researcher-rated severity and frequency scores. A total of n = 4,691 transcript–domain359

instances were derived from 556 subject–visit assessments.360

Data source and preprocessing361

We used data from the AMP-SCZ initiative (AMP-SCZ Release 3.0), a multi-site362

international clinical high-risk for psychosis (CHR-P) cohort with harmonized clini-363

cal assessments and centralized data processing [21]. Inclusion criteria for participants364

were: a) Aged 12–30 years inclusive, b) Ability to give informed consent (parental/-365

guardian consent is obtained for participants aged < 18 years), and c) Meeting either366

CHR-P or healthy control criteria. CHR-P participants met diagnostic criteria for367

CHR-P determined by the PSYCHS, a harmonized instrument designed to generate368

attenuated positive psychotic symptom severity and frequency ratings to ascertain369

diagnostic criteria compatible with both CAARMS and SIPS [11–13]. Healthy con-370

trols did not meet CHR-P criteria or have a current or past Cluster A personality371

disorder, were not receiving any current treatment with psychotropic medication, and372

did not have a family history (in first-degree relatives) of psychotic spectrum disor-373

ders. Exclusion Criteria were a) Antipsychotic medication exposure equivalent to a374

total lifetime haloperidol dose of > 50 mg or current antipsychotic medication at time375

of baseline assessment, b) Documented history of intellectual disability, c) Past or376

current clinically relevant central nervous system disorder, d) Traumatic brain injury377

rated 7 or above on the Traumatic Brain Injury screening instrument,or e) Current or378

past psychotic disorder. More detail on study design is presented in [21]. Interviews379

were conducted between June 2022 and January 2025.380

All analyses were conducted under existing ethics approvals governing AMP-SCZ381

data access and use via the NIMH Data Archive (NDA; approved project reference:382

19887). In AMP-SCZ, language samples were collected using standardized protocols,383

including the PSYCHS semi-structured interview, with redacted, partial transcripts384

of the first 30 minutes of the PSYCHS interview made available through NDA data385

releases [37, 38]. The PSYCHS is a psychometric interview that assesses 15 dis-386

tinct positive symptoms categorised into three primary groups: attenuated delusions,387

attenuated hallucinations, and attenuated thought disorder. The interviews were led388

by trained research assistants and included a mix of verbatim inquiries and semi-389

structured follow-up queries. The duration of these interviews varies depending upon390

participants’ symptoms and communication style, ranging from 30 minutes for those391

who do not have many symptoms to over two hours for those who experience many392

psychotic-like symptoms. These interviews were conducted at multiple time points dur-393

ing the study: at screening/baseline and at 1, 2, 3, 6, 12, 18, and 24-month follow-ups.394

Although the full interview was recorded, only the first 30 minutes were transcribed395

manually.396

Transcription was performed by the HIPAA-compliant transcription service com-397

pany TranscribeMe! using human transcribers. Transcription was conducted in a “full”398
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verbatim style. This approach captures speech in writing with the greatest possible399

accuracy, preserving utterances exactly as spoken. As such, the transcripts include filler400

words, grammatical errors, and nonlinguistic utterances. Each speaker is sequentially401

labeled (e.g., S1 and S2) according to the order in which they first started to speak in402

the interview, with S1 typically being a research team member. The transcripts were403

also detailed with timestamps at the second-level accuracy. The transcript was divided404

into entries, with each entry representing a change in the speaker. Human editors from405

TranscribeMe! carefully review the transcripts for protected health information and406

personally identifiable information. This includes names, geographic details smaller407

than a state, specific dates related to individuals, contact information, and any unique408

identifying numbers. An analysis of the AMP SCZ Release 2 data revealed that only409

0.17% (SD = 0.0038) of words were redacted, suggesting minimal potential impact on410

overall results.411

We accessed transcripts and corresponding clinical rating variables via the NDA412

in accordance with AMP-SCZ Data Use Certification and release documentation [39].413

CHR-P status, symptom severity scores and symptom frequency scores were mea-414

sured using PSYCHS. We used de-identified (redacted) partial PSYCHS interview415

transcripts, paired with researcher-derived severity and frequency scores as well as416

CHR-P status. From the available AMP-SCZ transcript corpus, we curated a study-417

specific subset of n = 4,691 complete symptom domain transcripts derived from 556418

subject–visit assessments, each with matched severity and frequency scores for each419

item.420

Before model inference, transcripts underwent standard preprocessing to improve421

robustness and comparability across sites and releases . We normalized formatting422

and speaker-turn structure (interviewer vs participant) and removed common artifacts423

introduced by transcription and redaction (for example, repeated placeholders and424

broken delimiters), while preserving the original semantic content and temporal order425

of the dialogue [37]. Further preprocessing was performed manually by the research426

team to segment each transcript according to the 15 individual symptom domains,427

according to the ordering of the PSYCHS interview questions.428

Symptom scoring task and pipeline overview429

Fig 1 summarizes the end-to-end workflow used to produce structured CHR-P symp-430

tom scores from transcript text. The scoring task covered 15 symptom domains431

spanning: (i) unusual thoughts and experiences; (ii) suspiciousness; (iii) unusual432

somatic ideas; (iv) ideas of guilt; (v) jealous ideas; (vi) unusual religious ideas; (vii)433

erotomanic ideas; (viii) grandiosity; (ix) auditory; (x) visual; (xi) olfactory; (xii) gus-434

tatory (xiii) tactile; and (xiv) somatic perceptual abnormalities; and (xv) disorganized435

communication/expression. For each domain, the model was required to output an436

ordinal severity/intensity score and an ordinal frequency score (0–6) consistent with437

PSYCHS anchors, together with a short evidence-based summary.438

Model outputs were returned in a structured format, programmatically parsed439

and merged across domains, and subjected to automated validation (schema checks,440

value-range checks, and internal consistency checks) prior to statistical evaluation and441

feasibility profiling.442
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Structured prompting for LLM scoring443

We evaluated whether LLMs can infer severity and frequency scores directly from444

psychometric interview text using inference-time prompting. We constructed a library445

of 15 domain-specific prompts (see Supplementary Information), one per symptom446

domain, each specifying: (i) the domain definition and a scoring rubric aligned to447

the rating scheme used in AMP-SCZ; (ii) anchor descriptions for absent/low/moder-448

ate/high endorsement; (iii) instructions to base ratings strictly on explicit evidence in449

the provided text; and (iv) a strict output schema.450

For each transcript–domain instance, the model received the transcript formatted451

as speaker turns to preserve attribution and conversational context. When symptom-452

specific segmentation was available, we provided the corresponding segment; otherwise,453

we provided the full partial transcript and instructed the model to focus only on454

evidence relevant to the target domain. Prompts included CoT style instructions [22]455

to encourage systematic evidence identification while constraining the returned output456

to a machine-readable object.457

The required output was a JSON object with three fields: severity, frequency,458

and summary. Severity and frequency were constrained to integers in the permissible459

range (0–6). The summary was constrained to 3–5 sentences and required to quote460

or paraphrase the minimal supporting evidence, explicitly noting uncertainty when461

evidence was insufficient. An example schema is shown below:462

{463

"severity": <integer>,464

"frequency": <integer>,465

"summary": "<3{5 sentence evidence-based justification>"466

}467

Outputs were programmatically validated for well-formed JSON, presence of468

required fields, and integer values within the permissible range (0–6). Generations that469

failed schema validation were retained for post hoc repair. In the analysis pipeline,470

we attempted to recover severity and frequency values from the returned text using a471

three-stage fallback procedure. First, we searched for a fenced JSON block (for exam-472

ple, a json{. . . } block); if parsing succeeded and both scores were valid integers, the473

output was repaired. If this failed, we searched the full text for the first balanced474

JSON object, including JSON embedded within other text. If no valid JSON could475

be extracted, we applied regular-expression patterns to identify numeric values associ-476

ated with severity and frequency (for example, severity: 4” and frequency: 2”); if both477

values were recovered and valid, the output was repaired. If all three strategies failed,478

severity and frequency were left missing for that transcript–item pair.479

For each transcript, we applied the relevant prompts across the 15 symptom480

domains to obtain domain-specific severity and frequency scores and corresponding481

summaries, and aligned these outputs to researcher-rated scores for evaluation.482
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Model deployment and inference configuration483

Given the sensitivity of mental health interview data and the requirements of484

clinical governance, we did not use commercial or closed-source models. Models485

evaluated included Llama-3.2-1B-Instruct, gemma-3n-E2B-it, Llama-3.2-3B-Instruct,486

medgemma-1.5-4b-it, gemma-3n-E4B-it, Llama-3.1-8B-Instruct, Phi-3-medium-4k-487

instruct, medgemma-27b-it, Qwen3-30B-A3B-Instruct-2507, Llama-3.3-70B-Instruct488

and Qwen3-Next-80B-A3B-Instruct, with parameter sizes ranging from 1B to 80B.489

Models were deployed locally on secure institutional infrastructure. Specifically,490

models were hosted either on King’s College London CREATE HPC with two NVIDIA491

A100 GPUs (80GB memory each) or a University of Oxford server equipped with492

five NVIDIA RTX A6000 GPUs (48GB memory each). This configuration provided493

sufficient GPU memory and throughput to support inference with 80B-parameter494

models, which represented the largest model class evaluated in this study, while keeping495

all transcript data within the institutional security perimeter. All experiments were496

conducted in a controlled software environment using Python 3.11.13, PyTorch 2.8.0,497

and the Hugging Face transformers library (v4.57.1).498

All models were executed using the corresponding Hugging Face LLM checkpoints499

with sampling disabled to maximize reproducibility. We used deterministic decoding500

(temperature set to 0), such that at each generation step the next token was selected501

as the most probable token under the model (i.e., greedy decoding). Inference was502

run with batch size 1, and we issued a single query per transcript–domain instance,503

ensuring that each output was uniquely determined by the input text and prompt.504

Models in the small parameter regime were served on a single GPU, whereas larger505

models were distributed across multiple GPUs to accommodate memory requirements506

and maintain stable throughput.507

Performance metrics508

We quantified agreement between LLM-derived scores and researcher-derived scores509

using a combination of classification and correlation metrics.510

For assessing CHR-P criteria, we first derived binary labels using symptom sever-511

ity and frequency scores alongside PSYCHS criteria for each symptom domain. If512

a participant met PSYCHS criteria on any symptom domain with available tran-513

script data, we considered them to meet CHR-P criteria. We then computed accuracy,514

sensitivity, specificity, precision and F1 from the confusion matrix. We additionally515

computed Matthew’s Correlation Coefficient. These metrics were computed only when516

both outcome classes were present in the evaluated subset.517

For assessing accuracy of scoring symptom severity and frequency scores, we com-518

puted Pearson correlation coefficients (r) and corresponding p-values using pairwise519

complete observations. Correlations were reported only when at least three paired520

observations were available. To quantify absolute agreement on an interval scale, we521

computed the intraclass correlation coefficient ICC(A,1), corresponding to a two-way522

random-effects model with absolute agreement for single measurements (often reported523

as ICC2). ICC was estimated by restructuring paired researcher- and model-rated524

scores into a long format with two raters (researcher vs model) and a unique target525
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index for each paired observation; ICC values were reported only when at least three526

pairs were available. We additionally computed the area under the receiver operating527

characteristic curve (AUC).528

For algorithmic fairness, we assessed the impact of age (over 18s [reference], under529

18s), ethnicity (White [reference], Asian, Black, Mixed, Other), first language (English530

[reference], other), gender (Male [reference], Female, Non-binary, Different Identity),531

and site (Melbourne [reference], Birmingham, Calgary, Cambridge, Georgia, Hartford.532

King’s College London, Montreal, Mt. Sinai, Northwell, Oregon, Penn, Pitt, Singapore,533

Temple, UC Irvine, UNC, WashU, Yale). For each characteristic, we computed demo-534

graphic parity and equalised odds (for both true positive rate and false positive rate).535

95%CIs were computed through 2,000 bootstraps to provide estimates of variability.536

Evaluating summary reports537

We selected 10% of outputs from the best-performing LLM to evaluate, stratifying by538

symptom domain, severity score and frequency score to maximise generalisability to539

the full set of transcripts.540

Two authors with expertise in CHR-P interviews (MA and DO) reviewed each541

summary report independently, scoring symptom severity and frequency according542

to PSYCHS scoring criteria, blinded to LLM-generated and researcher-rated scores.543

Correlations between scores based on the reports and (i) LLM-generated scores; (ii)544

researcher-rated scores were calculated using Pearson’s correlation coefficients (r).545

In addition, we rated quality of the summary, indexed by accuracy to the tran-546

script (scored 1-5), presence of confabulations impacting scoring, severity of omitted547

information (scored none, minor, moderate or major) and safety (missed mentions of548

risks to self or others).549

Hard cases and systematic failure modes550

We ranked all symptom domain transcripts according to: Rank A: the most deviated551

overall (distance across all 11 LLMs) and Rank B: the most deviated relative to the552

top-performing models across the three model size groups. We selected 15 cases based553

on the sum of these ranks, representing the largest deviations in scoring.554

Two authors with CHR-P interview training (MA and DO) reviewed 15 cases555

independently and derived failure themes through consensus meetings.556

Compute-performance trade-offs557

Compute-performance trade-offs (peak GPU memory and token generation speed)558

were estimated on NVIDIA RTX A6000 GPUs using a standardized micro-benchmark:559

20 subjects were randomly selected and the same set of prompts was executed five560

times per subject. We recorded peak GPUmemory usage and tokens-per-second during561

generation and summarized these measurements to compare operational feasibility562

across model scales.563
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Data availability564

Data presented in this paper are available in the National Institute of Mental Health565

(NIMH) Data Archive (NDA). On the NDA site (NIMH Data Archive—AMPSCZ),566

there is information about available data and how it can be obtained.567

Code availability568

The analysis code supporting this study is publicly available at https://github.com/569

tndrg/CHRP LLM.570
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[29] Estradé, A. et al. Mapping the implementation and challenges of clinical services698

for psychosis prevention in England. Frontiers in Psychiatry 13, 945505 (2023).699

URL https://www.frontiersin.org/articles/10.3389/fpsyt.2022.945505/full.700

[30] Tognin, S. et al. PSYSCAN multi-centre study: baseline characteristics and clin-701

ical outcomes of the clinical high risk for psychosis sample. Schizophrenia 11, 66702

(2025). URL https://www.nature.com/articles/s41537-025-00598-x.703

[31] Fusar-Poli, P. et al. The Dark Side of the Moon: Meta-analytical Impact of704

Recruitment Strategies on Risk Enrichment in the Clinical High Risk State for705

Psychosis. Schizophrenia Bulletin 42, 732–743 (2016). URL http://dx.doi.org/706

22

 . CC-BY 4.0 International licenseIt is made available under a 
 is the author/funder, who has granted medRxiv a license to display the preprint in perpetuity. (which was not certified by peer review)

The copyright holder for this preprintthis version posted April 4, 2026. ; https://doi.org/10.64898/2026.04.02.26349960doi: medRxiv preprint 

https://link.springer.com/10.1007/978-3-030-17336-4_5
http://arxiv.org/abs/2308.01834
https://www.frontiersin.org/articles/10.3389/fpsyt.2022.945505/full
https://www.nature.com/articles/s41537-025-00598-x
http://dx.doi.org/10.1093/schbul/sbv162
http://dx.doi.org/10.1093/schbul/sbv162
http://dx.doi.org/10.1093/schbul/sbv162
https://doi.org/10.64898/2026.04.02.26349960
http://creativecommons.org/licenses/by/4.0/


10.1093/schbul/sbv162.707

[32] Stade, E. C. et al. Large language models could change the future of behavioral708

healthcare: a proposal for responsible development and evaluation. npj Mental709

Health Research 3, 12 (2024).710

[33] Lawrence, D., Kaye, S., Ali, M. et al. Opportunities and risks of large language711

models in mental health. JMIR Mental Health (2024). URL https://pmc.ncbi.712

nlm.nih.gov/articles/PMC12016790/.713

[34] Kéri, P., White, L. A., Oliver, D. & Fusar-Poli, P. Empowering experts by expe-714

rience to guide ethical precision psychiatry. Biological Psychiatry 96, 517–518715

(2024).716

[35] Sun, Z., Wang, Q., Wang, H., Zhang, X. & Xu, J. Mechanistic detection and mit-717

igation of hallucination in large reasoning models. The Fourteenth International718

Conference on Learning Representations (2026).719

[36] Gallifant, J. et al. The TRIPOD-LLM reporting guideline for studies using large720

language models. Nature Medicine 31, 60–69 (2025).721

[37] Bilgrami, Z. R. et al. Collecting language, speech acoustics, and facial expression722

to predict psychosis and other clinical outcomes: strategies from the AMP® SCZ723

initiative. Schizophrenia (2025).724

[38] AMP SCZ® observational study protocol (nct05905003). https://cdn.725

clinicaltrials.gov/large-docs/03/NCT05905003/Prot 000.pdf (2022). Accessed726

2025-12-31.727

[39] AMP SCZ Team. AMP SCZ data reference manual (2025). Version v10 (includes728

Data Release 3.0 reference materials).729

23

 . CC-BY 4.0 International licenseIt is made available under a 
 is the author/funder, who has granted medRxiv a license to display the preprint in perpetuity. (which was not certified by peer review)

The copyright holder for this preprintthis version posted April 4, 2026. ; https://doi.org/10.64898/2026.04.02.26349960doi: medRxiv preprint 

http://dx.doi.org/10.1093/schbul/sbv162
http://dx.doi.org/10.1093/schbul/sbv162
https://pmc.ncbi.nlm.nih.gov/articles/PMC12016790/
https://pmc.ncbi.nlm.nih.gov/articles/PMC12016790/
https://pmc.ncbi.nlm.nih.gov/articles/PMC12016790/
https://cdn.clinicaltrials.gov/large-docs/03/NCT05905003/Prot_000.pdf
https://cdn.clinicaltrials.gov/large-docs/03/NCT05905003/Prot_000.pdf
https://cdn.clinicaltrials.gov/large-docs/03/NCT05905003/Prot_000.pdf
https://doi.org/10.64898/2026.04.02.26349960
http://creativecommons.org/licenses/by/4.0/

