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Abstract

Does generative Al write with emotionality in the same manners as humans? We investigated this question by focusing on
three distinct aspects that characterize emotionally evocative content, including emotional valence, discrete appeals, and
subjectivity. A quantitative content analysis of two publicly available data sets—TOEFL essays vs. news articles—was con-
ducted, which paired each Al-generated text with a human-written piece by matching the essay questions or news headlines.
Results revealed a stronger level of subjectivity in Al-generated than human-written articles. We also found the differences
between Al-generated and human-written texts may differ by the type of writing: in terms of emotional valence, while lit-
tle variance existed in TOEFL essays, Al-generated news stories exhibited a stronger positivity than human-written news.
Similarly, regarding discrete emotional appeals, notable differences were identified between Al and human among news
stories but not among TOEFL essays. In particular, Al-generated soft news is more likely convey a sadness emotion than
human counterparts. These findings suggest that both the level and discrete states of emotionality are significant factors for

studying the impact of Al-generated content on readers.

Keywords Emotional appeals - Emotional valence - Subjectivity - Generative Al - Comparative perspective - Content

analysis

1 Introduction

The rapid advancement of artificial intelligence (Al) has led
to the increasing prevalence of Al-generated content across
various fields, from text creation, essay writing, to profes-
sional journalism. Mainstream media organizations such as
The Washington Post and the Associated Press have been
using automated systems to assist journalists in produc-
ing news stories. One recent instance was tech news outlet
CNET’s publication of over 70 Al-generated articles in early
2023. Readers were unaware that these articles were gen-
erated by Al agents until they clicked on the author name
“CNET Money Staff,” which then revealed that these articles
were created by automation technology (Landymore 2023).
Due to public backlash, CNET paused its Al experiment and
replaced Al-generated articles with human-written stories.
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Yet, the public discussion sparked by this incident con-
tinues. One question of interest is why average readers are
not able to discern Al-generated articles. A recent study
uncovered that about 48% readers correctly identified Al-
generated content, and this number went down to 37% when
the content was created by more advanced models such as
GPT-4 (Brandl and Ellis 2023). Even when the author was
explicitly specified to be Al, not everyone was convinced,
with about one-third believing that a human was the real
author (Lermann Henestrosa and Kimmerle 2024). The rela-
tively low Al literacy among most readers is one possible
reason; however, a bigger factor may lie in the large-scale
language models’ (LLM) strong capacity to resemble human
language (Cai et al. 2023). In some cases, human readers
even rated the quality of Al-generated essays to be higher
than that of human-written essays (Herbold et al. 2023).
Consistent patterns were also uncovered in the field of news
evaluation, where ChatGPT-generated news stories were
rated as more credible than New York Times articles (Kreps
et al. 2022).

It should be noted that when the writers of text are explic-
itly specified, readers often perceive machine-generated
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articles to be more objective and less emotionally engaging
than human-written articles (Wolker and Powell 2021). This
is attributed to the so-called machine heuristic, which posits
that machines are usually considered to be free of inten-
tion and bias, thereby being perceived to be neutral (Sundar
2008). In particular, people who hold a strong belief of the
machine heuristic are also the ones who experience less
emotional involvement when reading algorithm-generated
news (Liu and Wei 2018). This emphasizes the importance
of source assignment—such as news bylines or Al disclaim-
ers that explicitly describe the roles of Al agents in produc-
ing news stories—in people’s assessment of Al-generated
content (Jia et al. 2024). However, given the rise of inciden-
tal consumption of news in the digital spaces (Boczkowski
et al. 2018), where readers are less likely to focus on bylines
(Santana and Hopp 2022), it is important to consider situa-
tions when readers fail to pick up the cues of Al authorship
(see Lewis et al. 2019 for similar arguments).

Indeed, if human readers comply with the belief that
machine-generated content is more objective and less emo-
tionally engaging than human-written articles, the opposite
speculation likely also holds: that is, upon reading articles
that are more subjective and more emotionally eliciting, peo-
ple may tend to perceive them to be human written. This
contention is rooted in the individuals’ inclination to rely
on writing style, article structure, and the level of opinion
and emotionality being conveyed when identifying Al-
generated articles (Marinescu et al. 2022), especially when
the AI disclaimers are not presented or picked up. Indeed,
text-level features are informative cues that can affect reader
perceptions; for example, an article’s fluent wording, use of
familiar words, and short sentences often lead to a fluency
effect, which thereby influences people’s ability to evalu-
ate the truth of a statement, express a positive feeling of a
given article, as well as their judgment of the author (see
Alter and Oppenheimer 2009). The dual-process accounts
also contend that message characteristics (i.e., whether an
argument is objective, emotionally evocative) can greatly
influence people’s judgments, such as whether they believe
a message comes from credible sources (Petty and Cacioppo
1986). While recent work advances our understanding of
content-level differences between Al and human writers, one
important question remains less examined: does Al-gener-
ated content express emotions in a manner that is compara-
ble to human-written articles?

This paper aims to address this gap with a content analy-
sis of two publicly available data sets that contained both
Al- and human-written articles: one included TOEFL essays
and the other was news. We employed computer automa-
tion methods to capture discrete emotional appeals (i.e., joy,
sadness, fear, disgust, and anger), emotional valence (posi-
tive vs. negative tone), and subjectivity (an expression of
opinions rather than facts) in these articles. Our findings
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from both analyses revealed that human-written articles
were less subjective than ChatGPT-generated articles; yet,
only among news articles—but not essays—we found that
human-written news conveyed a lower level of positivity
than ChatGPT-generated news. In terms of discrete emo-
tional appeals, our analysis found a bigger portion of joy
in human-written news; by comparison, a bigger portion of
Al-generated news conveyed negative affective states, such
as sadness, anger, fear and disgust. The differences in emo-
tional appeals were not statistically significant among essays.
Even though our findings suggest the level of emotionality
in an article can potentially affect how readers identify, pro-
cess, and engaged with Al-generated content, this implica-
tion cannot be overstated and needs to be empirically tested
(also see Yang 2024).

2 Generative Al as communicators
in the digital age

Since the Turing test in the 1950s, many studies have sug-
gested that while human users may recognize computers’
technological nature, they tend to ascribe social and psycho-
logical traits to computers, treating them as human partners
rather than non-human tools (Nass and Moon 2000). This
propensity also extends to Al, which refers broadly to “com-
putational systems that involve algorithms, machine learning
methods, natural language processing, and other techniques
that operate on behalf of an individual to improve a com-
munication outcome” (Hancock et al. 2020, p. 90). These
computational agents include chatbots, smart replies, virtual
assistants, automated news generators, and other Al-driven
systems or features.

Recent scholarly work has examined Al technologies as
communicators, treating them as distinct social actors that
not only automate text but also facilitate social connection
with human users (Guzman and Lewis 2020). For example,
although Al tools are inherently non-gendered, users tend
to personify them and overwhelmingly perceive conver-
sational Al systems Alexa and Siri to be female-gendered
(Abercrombie et al. 2021). This is partly attributed to Al
techniques’ use of feminine linguistic cues (i.e., politeness,
first-person pronouns, apologies, and attenuated assertions)
that can activate gender attribution, thereby leading people
to associate them with stereotypically feminine traits such
as compassionate (Duan et al. 2025). On the other hand,
research also uncovers that large language models and other
generative Al systems (i.e., ChatGPT) may reinforce mascu-
linity in generated outputs; for example, ChatGPT-generated
essays were found to resemble most closely those written by
male authors, reflecting the male-dominated training data
(Alvero et al. 2024). Different from human-written text,
Al-generated content also tends to excessively use unique
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content words but uses fewer function words, which thereby
lacks a naturally formed speech rhythm (Opara 2024).

Yet, a critical aspect that enables human-to-human com-
munication to provide social support is that people are able
to express, understand, and respond to emotions. With per-
sonalized Al such as Replika or character.ai, users may
also experience a deep emotional attachment, suggesting
that Al tools may foster a sense of support and belongings
through their emotionally charged interactions with human
users (Pani et al. 2024). Similarly, Al tools are found to help
maintain students’ emotional well-being and improve their
emotional resilience during the learning process; however,
the current Al technology has limited capacity to understand
human users’ emotional states, which undermines their emo-
tional support function (Ortega-Ochoa et al. 2024). Regard-
ing the use of ChatGPT in teacher education programs,
for example, students found Al tools were not capable of
empathizing with human experiences or noticing changes
in human moods, which, therefore, hardly evoked the emo-
tional connection people would experience in human inter-
actions (Huang and Chang 2024).

While much of the above research emphasizes the impor-
tance of Al systems in eliciting and responding to users’
emotional states—mostly during computer—human interac-
tions—it is equally important to consider how Al-generated
text itself conveys emotion. Because the way Al-generated
text simulates emotion shapes reader perceptions and inter-
actions, investigating this dimension will extend Al system’s
emotional responsiveness to the broader communicative
dynamics such as people reading Al-generated articles. This
study presents a comprehensive investigation of the senti-
ment in Al-generated in relation to human-written content,
including emotional valence, discrete emotional appeals, and
subjectivity. Below we outline in depth how Al-generated
texts may convey each of these aspects associated with
emotionality.

3 Emotional valence in Al-generated
content

Emotion is a crucial aspect of communication that shapes
how a message can be interpreted and responded. In gen-
eral, the more emotionally evocative the news, the more
likely it is recommended and shared (Berger and Milkman
2012). Also relatedly is the effect of emotional contagion,
which refers to how the emotional states within a message
can transfer to readers, leading them to experience the same
emotions (Hatfield et al. 1993). In the case of tweets, for
example, people tend to comment with the same emotional
state they feel in the political candidates’ tweets; specifically,
upon reading candidates’ tweets with fear appeals, the public
tended to express significantly more fear emotions in their

comments (Paul and Sui 2022). These suggest the positive
downstream consequences for perceiving emotionality in the
content we read, which pertains to both human-written and
Al-generated articles.

In a recent study focusing on Al-generated artwork, Gao
and Yin (2024) found Al tools’ unique strength in artistic
techniques that can create a distinct emotional dimension.
However, Al is only able to replicate established modes of
emotional expressions included in its predefined training
data; as a result, Al tools can seldom generate nuanced and
profound emotional expressions that arise from human art-
ists’ personal experience (Gao and Yin 2024). This partly
explains why relative to Al-generated artwork, people prefer
human-created art and self-claim to have experienced more
positive emotions when viewing human-created artwork
(Samo and Highhouse 2023). While this line of research
is still developing, these existing findings suggest that Al
can mimic emotional expressions in their outputs, though
the authenticity of these expressions may differ from those
of humans.

When it comes to Al-generated text, Hohenstein and
Jung’s (2018) study of Google Allo revealed that its smart
replies—specifically, automated responses suggested by
Al systems—were largely positive, with 43.8% conveying
a positive sentiment (e.g., “nice,” “sure”) and 3.95% con-
veying a negative sentiment (e.g., “nothing” “not really”).
In a similar approach, Mieczkowski et al. (2021) analyzed
smart replies Google Hangouts Chat suggested for its users,
which found a positive sentiment in 93% of the smart reply
suggestions (e.g., “sounds good”). In another comparison
of the answers ChatGPT and human provided to the same
set of questions, ChatGPT’s answers were found generally
more positive (i.e., conveying a joyful and optimistic tone),
while human responses contained more anger and disgust
(Fatahi et al. 2024). Similar patterns were also observed in
news stories: even on highly controversial topics (i.e., abor-
tion and immigration) that likely associate with negative
connotations, a bigger portion of machine-generated news
(10%) conveyed a positive tone than human-written news
stories published by CNN (2.9%) or Fox News (1.4%); to
the contrary, a bigger portion of human-written news con-
tained a negative tone than machine-generated news (Nah
et al. 2024). Further evidence was yielded by research on
GPT3-generated misinformation, which presented a stronger
positive emotion—i.e., using words, such as “good” or
“love”—than human-written misinformation; in contrast,
while negative emotion was also higher in GPT3-generated
than in human-written misinformation, this gap was noticea-
bly smaller than that for positive emotion (Zhou et al. 2023).
This suggests that even when Al-generated texts may contain
more negative emotion than human-written texts, the more
striking differences lies in their higher level of positive emo-
tional expression.
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Together, despite variances in the LLMs and prompts the
various Al programs use to generate text, these studies sug-
gest a potentially more positive tone in Al-generated text. In
line with them, this study hypothesizes that:

H1: Al-generated articles are more positive in the tone
than human-written articles.

4 Emotional appeals in Al-generated
content

While the overall emotional valence—positive, negative,
or neutral tone—offers a useful reference for understand-
ing the level of emotionality conveyed in Al-generated con-
tent, it is important to note the added value of examining
discrete emotional states, such as anger, fear, sadness, and
joy. These discrete emotions can lead to distinct psychologi-
cal and behavioral changes; for instance, while anger often
impedes persuasion, fear and surprise can facilitate it (Nabi
2010). Specific to people’s engagement with online content,
news visuals that conveyed sadness were associated with a
higher level of sharing, commenting, and reacting, whereas
fear was not associated with news engagements in general
(Choi et al. 2021). But relative to the one-dimensional meas-
urement of emotionality (i.e., negativity to positivity), the
presence of discrete emotional states in Al-generated con-
tent remains less examined. Below we synthesize current
literature, which are mostly indirect references, to speculate
how discrete emotions may differ between Al-generated and
human-written content.

It is commonly assumed that Al-generated content may
not compete with the emotional intelligence of human-
written content. Yang’s (2024) study of the titles of social
media posts uncovered that while 65% of Al-generated titles
exhibited both a logical flow and the use of emotive refer-
ences, people still clicked more on human-written titles with
these characteristics, indicating AI’s relatively low capacity
to imitate human users’ social-emotional skills. In a simi-
lar vein, readers generally find Al-generated poetry to lack
the emotional depth that human poets possess, due to rea-
sons such as the absence of nuanced thematic depth that is
typically present in human-authored works (Rahmeh 2023).
In a recent analysis of an Al-powered newsreade “Alice,”
audiences were also concerned with the lack of voice emo-
tionality in Al-driven news anchors (Ndlovu 2024). These
findings suggest that individuals are inclined to associate
written works’ emotional aspects (e.g., inspiring, beautiful)
with human authors rather than Al tools (Porter and Mach-
ery 2024). Even within the newsrooms, journalists have
asserted that Al tools lack the emotional depth that human
writers possess, such that Al-generated news stories may
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not be as emotionally triggering as human reported news
(Albizu-Rivas et al. 2024).

These contentions suggest that while AI programs are
often assumed to lack genuine human emotions and psy-
chological depth (Bashardoust et al. 2024), the distinction
between human and Al language is not straightforward
(Opara 2024). On one hand, readers may perceive Al-gener-
ated texts as less emotionally evocative than human-written
ones, largely due to surface-level issues (e.g., grammar mis-
takes, shorter sentences); on the other hand, readers also rec-
ognize that Al-generated texts may contain a bigger amount
of expressive language that is capable of conveying emotions
(Zhang et al. 2024).

While scholars have begun to examine how emotional
appeals within Al-generated vs. human-written narratives
may affect readers in distinct ways (i.e., Diwanji et al. 2025),
an investigation of the presence of discrete emotions within
Al-generated content is scarce. Most existing studies did
not directly capture discrete emotional states (i.e., fear, joy,
and sadness) in Al-generated content. Instead, research-
ers relied on the count of words associated with different
emotions (i.e., Opara 2024) or rating scales that invited
human readers’ assessment of the emotional depth of Al-
generated content (i.e., Zhang et al. 2024) to examine the
extent to which Al-generated content may convey emotions.
While these techniques can broaden our understanding of
Al-human communication, they yield limited insights into
the patterns of distinct emotional appeals in Al-generated
content. Therefore, this study contributes by exploring a key
question within this landscape:

RQ1: How would Al-generated and human-generated
articles differ in their expression of discrete emotional
appeals (e.g., joy, sadness, anger)?

5 Subjectivity in Al-generated content

Another aspect that is often associated with emotionally
evocative content is the use of subjective language, which
is characterized by a heavy reliance on personal experiences,
perspectives, and opinions. In particular, expressively sub-
jective elements can deliver emotional states without explic-
itly stating these emotions (Wiebe et al. 2005). In the case of
journalistic reporting, news stories are expected to demon-
strate a normative objectivity through the practice of factic-
ity and balance; however, award-winning news reports were
deeply infused with subjectivity, as found in their expres-
sions of affect, judgments of others, and evaluations of the
objects that can elicit emotions (Wahl-Jorgensen 2013).

Al models, despite the lack of genuine personal experi-
ences, may reflect biases and subjective patterns presented in
training data (Ntoutsi et al. 2020). In Osborne and Bailey’s
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(2025) analysis of human- and ChatGPT-generated advice
on topics, such as finance and dating, when human par-
ticipants were not told the source of the advice, they rated
Al-generated advice to be more authentically personal.
When the participants were aware of the sources, however,
they rated human-generated advice to be more authentic
(Osborne and Bailey 2025). These findings suggest not only
human users’ bias against Al-generated content, but also the
Al tool’s strong capacity in producing authentic personal
advice. Similarly, Gonzélez-Arias et al.’s (2024) investiga-
tion of various types of Al-generated journalistic discourses
revealed that only Al-generated opinion pieces exhibited a
heavy use of first-person singulars. Both editorials and opin-
ion pieces showed a strong expression of opinions; however,
Al-generated news stories did not exhibit a strong tendency
to use first person singular, recounts of personal experiences,
or expression of opinions (Gonzalez-Arias et al. 2024).

Indeed, existing work has accumulated mixed findings.
In an investigation of Al tools in online platforms such as
Airbnb, Jakesch et al. (2019) found that human customers
often noted the lack of authenticity in Al-generated profiles;
on the contrary, people referred to the use of personal details
as evidence of human writing. In addition, Hohenstein and
Jung’s (2020) study on the role of smart replies in online
conversations found that Al-mediated conversations were
less analytic than human-only dialogs, suggesting a more
logical and hierarchical thinking pattern in human-generated
content. These findings highlight the complex role of sub-
jectivity in Al-generated content, which largely depend on
whether the sources (e.g., Al or human) are specified, the
topic and content domain, and other factors beyond the con-
tent itself. This study focuses on the subjectivity conveyed
through the content and asks:

RQ2: How would Al-generated and human-written
articles differ in subjectivity?

6 Topical domains as moderating factors

As stated above, one potential factor that would affect the level
of emotionality in both Al-generated and human-written con-
tent is the topical domains of articles, such as news on politics,
science, health, sports, arts, and so on. In the case of news
reporting, the level emotionality was found higher in news
on crime and war but lower in sports news (Uribe and Gunter
2007). Specifically, while political coverage (i.e., elections)
was mostly framed around a negative tone (Soroka and McAd-
ams 2015) and conveyed anger (Soroka et al. 2015), stories
about natural disasters (i.e., hurricanes) often conveyed a less
negative tone (Ali and Gill 2022). In addition, health news
tends to feature mixed emotional perspectives such as hope and
fear for promoting effective actions (Nabi and Prestin 2016).

Similar patterns are also found with economic news, which
greatly fluctuated over time between positive and negative
tones (Wlezien et al. 2017).

On the other hand, entertainment-oriented content—such
as stories about sports, lifestyle, culture, arts, and movies—are
less associated with negative tone. For example, in an analysis
of the television coverage of the 2016 Olympic and Paralympic
games, Rees et al. (2018) found nearly an absence of negative
tone in the Paralympic broadcast; while a stronger negative
tone was identified in the Olympic broadcast, it was primarily
linked to disappointment. This is because hedonic enjoyment
is the utmost motivation that drives people to watch sports
events (Hall 2015), which in turn shapes the entertaining
nature of sports reporting (Rees et al. 2018). Similarly, travel
journalism—such as articles featuring lifestyle that do not fit
the conventional definition of news—also appeals to leisure
values, such as enjoyment and relaxation (Cocking 2018).

In addition, the value of objectivity has long been practiced
in hard news (Thomson et al. 2008), which is defined as “any
story that focuses on issues of ongoing policy consideration,
factual accounting of current public events, or social issues
and controversies that concern members of the audience”
(Scott and Gobets 1992, p. 408). While modern media are
hardly neutral on the bias scale that ranges from extreme left to
extreme right (see Media Bias Chart 2025), journalists are still
obligated to present neutral and factual information when cov-
ering politics, economy, and other significant social issues. On
the contrary, however, these standards are not strictly applied
to soft news. For example, when reporting human interest
stories, journalists are allowed or even encouraged to express
their own opinions and emotions (Parks 2019).

Together, these differences suggest the emotional texture of
content is likely to vary by topics, with entertainment-oriented
stories (or soft news) leaning less heavily on negativity and
objectivity. While Al-generated content can mimic human-
written content—due to the training data that are consisted of
the latter—it remains unclear how the aforementioned effects
of topics will transfer to Al-generated narratives. Therefore,
we put forward the following question:

RQ3: How would the differences in (a) discrete emo-
tional appeals, (b) emotional valence, and (c) subjec-
tivity between Al-generated and human-written news
articles differ by topical domains?

7 Methods

This study employed two publicly available data sets (there-
after referred to as Study 1 and Study 2) to investigate how
discrete emotional appeals, valence, and subjectivity differ
between Al-generated and human-written articles. It should
be noted that by the time this study was conducted, publicly
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available data sets that include both Al-generated and
human-written content were scarce, making it challenging to
conduct large-scale comparative analyses of their linguistic
and stylistic differences. Regardless, our approach not only
allows a cross-validation of patterns between two distinct
data sources but also taps into two different real-world set-
tings (essay articles vs. news stories), thereby enhancing the
generalizability of our findings.

7.1 Data

Study 1 derived data from the “ChatGPT-generated text
detection corpus” repository.! Shijaku and Canhasi (2022)
first extracted TOEFL essays—which were written by indi-
viduals whose first language is not English—archived in an
online document.” Because each human-written TOEFL
essay was a response to a question (i.e., “why do you think
people attend college or university?””), Shijaku and Canhasi
(2022) asked the same questions to ChatGPT by attaching
the phrase “write an essay on the following topic” to the
beginning of each question. The final data set included 252
articles written on 126 different questions, which were aver-
agely 355 words long (SD=288.07, Min= 178, Max =658).
Relative to Al-generated essays, human-written essays were
significantly longer (diff =46), #(250)=4.33, p <0.001.
Study 2 employed a publicly available data set® that
included New York Times story headlines and the full text
of Al-generated news. Fang et al. (2024) first collected NYT
articles that the LLMs were not trained on—specifically, the
NYT news published from late 2022 to early 2023—and then
asked LLM:s (i.e., ChatGPT)* to write a corresponding con-
tent using the NYT headlines. For example, the prompt “Use
‘Argentina Wins the 2022 World Cup, Defeating France’ as
a title to write a news article” was used to generate an Al
story for the corresponding NYT headline. This presented a
subset of Al-generated news stories. It should be noted that
due to copyright reason, this publicly available repository
did not include the full text of NYT stories or the story links.
Instead, we collected the original NYT articles associated
with these headlines by first programmatically scraping the
full content of matching stories from the NYT website, and
then removing duplicate entries and filtering out irrelevant
articles (i.e., Spanish-language stories). Next, we combined
this subset of human-written articles with the subset of

! See more details here: https:/github.com/rexshijaku/chatgpt-gener
ated-text-detection-corpus

2 See  https://englishclubmskh.wordpress.com/wp-content/uploads/
2018/09/toefl-essays.pdf for details.

3 See more details here: https:/github.com/dalabudel/llmbias.

* Fang et al. (2024) investigated the text generated by multiple LLMs
(i.e., GPT-2, GPT-3, GPT-4, and Cohere), but the analysis in this pre-
sent study only employed their GPT-4 generated news stories.
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Al-generated news stories.’ To maximize the accuracy and
reliability of our data, we only kept stories with exactly the
same headline in both ChatGPT-generated and NYT-written
news stories. The final data for analysis included 5,348 news
articles that evenly split between ChatGPT and NYT, with
an average length of 805.13 word (SD =674.30, Min=122,
Max=6166). The NYT stories were significantly longer
(diff=996), 1(5346)=80.27, p < 0.001.

7.2 Variable and measurements

With a focus on sentiment, this study utilized computer
automation methods to capture multiple facets, including
discrete emotional appeals, emotional valence, and sub-
jectivity. Computer automation has grown significantly in
recent years, driven by advances in natural language pro-
cessing and machine learning. Research also demonstrates
that automated tools can yield reliable and consistent results
when validated against human-coded benchmarks (Young
and Soroka 2012). In addition, automated coding tools are
found to perform in ways comparable to human coders, such
as on the assessment of sentiment and the categorization
of discrete emotional states (Provoost et al. 2019). There-
fore, while computer automation techniques are not with-
out limitations (i.e., difficulty in capturing context-specific
meaning), they still offer scalable and systematic approach
to capture affective dimensions of written texts.

All variables were measured on article level. Also see
Table 1 for an overview of variables and coding techniques.

Emotional appeals. First, we employed IBM Watson’s
Natural Language Understanding (NLU)—one of the most
used automated coding techniques (Biondi et al. 2017)—
to capture discrete emotional states including joy, sadness,
fear, disgust, and anger within a given article. IBM Wat-
son relies on a pre-trained classification model—which was
trained on data from social media conversations/commen-
taries, TED talks, and movie dialogs—that has “learned”
to recognize everyday ways people express feelings (IBM

3 In addition to matching the titles, we also spot-checked several
sample pairs to ensure content similarity.

% There is no evidence that the two linguistic analysis programs (IBM
Waston NLU and TextBlob) used in this study “understand” Al-writ-
ten text better than human-written text. This is because these tools do
not track or distinguish authorship at all; instead, they rely on surface
cues in the text (i.e., words, phrases, simple context) to identify the
discrete emotional states or the valence/subjectivity of the text. Spe-
cifically, IBM Waston NLU relies heavily on explicit lexical signals
and typical word usage patterns to estimate the scores for distinct
emotions; TextBlob is also lexicon-based (with a pre-defined diction-
ary), which looks up and averages word-level polarity and subjec-
tivity, such as treating “great” as positive and “terrible” as negative
unless obvious negation flips it. Therefore, regardless of human- or
Al-generated text, both tools analyze it according to known cues
established in their existing dictionaries. Neither was designed with a
special advantage for Al writing.
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Table 1 Overview of variables and coding techniques

Coding scheme

Coding technique

Independent variables

Source Whether the article was written by human or generative Al -
(ChatGPT)
Soft news ‘Whether a news article covered soft news or hard news;

1 =hard news (world news, business, US news, science, health,
politics, elections, climate, technology, and opinion)

extracted from NYT’s predefined content taxonomy
included in the URLs associated with NYT news
articles

0=soft news (arts, movies, style, fashion, books, magazines,

travel, dining, obituaries, sports)
(Study 2 only)

Dependent variables

Emotional appeals
nant emotion in each microblog?

Valence
Subjectivity
opinions

Which—anger, sadness, joy, fear, or disgust—was the predomi-

Whether the tone of an article is positive, neutral, or negative

computer automation with /BM Watson

computer automation with TextBlob

Whether an article is mostly comprised of facts or personal

All variables were measured on the article level.

2024). By detecting text-level patterns, such as wording and
phrasing,” IBM Watson first estimates five emotion scores
for each sentence in an article and then aggregates the sen-
tence-level scores into article-level emotion scores (IBM
2025). It should be noted that a sentence (or an article) can
be classified into multiple emotions or no emotions; in the
instance of “I’m so annoyed that this code won’t run,” IBM
Watson may estimates highest scores for both anger and sad-
ness (IBM 2025). Therefore, the five emotion scores do not
necessarily sum up to 1; instead, the bigger the score was,
the more dominant an emotion was. Because discrete emo-
tion perspectives (i.e., joy, anger, fear, etc.) “focus more on
categorical emotional states” (Nabi 2010, p. 154), we then
assigned each article a single dominant emotional appeal by
referring to the highest probability value associated with the
five discrete emotions. For example, an article was estimated
with the following emotion score: 0.139 anger, 0.704 joy,
0.461 sadness, 0.101 fear, and 0.375 disgust; in this case, the
dominant emotion was classified to be joy. With this coding
approach, we computed a categorical variable represent-
ing the dominant emotional appeal in each article. In Study
1, a majority of TOEFL essays were associated with joy
(92.06%), followed by anger (7.54%) and sadness (0.40%).
In Study 2, a majority of news articles were associated with
joy (58.83%) and sadness (39.49%), with a small portion
conveying fear (1.05%), disgust (0.52%), and anger (0.11%).

7 In IBM Watson’s pre-defined dictionary, the same words can indi-
cate emotional valence, discrete emotional states, and subjectivity
at the same time. For example, the sentence “I feel upset” combines
discrete emotional state (i.e., anger), negative valence, and subjective
framing. This closely mirrors the process of human coding, which
may assess multiple affective dimensions from the same text as well
(i.e., labelling a piece of news as “negative valence,” “with a domi-
nant anger appeal,” and “lacks objectivity”).

Emotional valence and subjectivity. Next, we utilized
TextBlob to capture the tone of the articles. TextBlob is
a Python library used for Natural Language Processing
(NLP).8 It takes a lexicon-based approach, which first detects
sentiment-bearing words, looks them up in a predefined dic-
tionary, and then assigns each entry two values: polarity
and subjectivity (Shah 2020). Its dictionary is comprised of
thousands of words (mostly adjectives) and their numeric
values for polarity and subjectivity; for example, the word
“great” has a positive polarity and some subjectivity, while
the phrase “not a very great calculation” has a negative
polarity and some subjectivity (Schumacher 2015).

The polarity score indicates the tone of an article (there-
after referred to as valence), which varies between -1
(extremely negative) and 1 (extremely positive), with 0
indicating neutral. In both studies, the articles were aver-
agely positive (Study 1: M=0.19, SD=0.09, Min=-0.07,
Max =0.46; Study 2: M=0.11, SD=0.08, Min=-0.5,
Max =0.63).

The subjectivity score captures whether an article is
mostly comprised of facts or personal opinion, which varies
from O (very objective) to 1 (very subjective), with the big-
ger value indicting higher subjectivity (Study 1: M=0.51,
SD=0.08, Min=0.30, Max=0.70; Study 2: M=0.44,
SD=0.08, Min=0.04, Max =0.78).

Soft news. In Study 2, the URLs associated with NYT
news articles contained an element that specified the NYT’s
internal content taxonomy, such as “arts,” “style,” “travel,”

LEINT3

8 See more detail here: https://textblob.readthedocs.io/en/dev/quick
start.html

@ Springer


https://textblob.readthedocs.io/en/dev/quickstart.html
https://textblob.readthedocs.io/en/dev/quickstart.html

1528

Al & SOCIETY (2026) 41:1521-1535

99 <

“food,” “politics,” “science,” “health,” “climate,” etc.” This
provides a consistent and efficient way to classify news top-
ics.!% Specifically, news articles with URLs containing sec-
tions such as “arts,” “style,” “travel,” “food,” or “sports”
were categorized as soft news (41.68%), while those with
URLs containing sections such as “U.S. politics,” “busi-
ness,” “world news,” “climate,” “technology,” and “science”

were coded as hard news (58.32%).

LLINT3

EET EENT3

8 Results
8.1 Differences in positivity and subjectivity

As described above, valence and subjectivity were continu-
ous variables, while discrete emotional appeal was categori-
cal. For the sake of easier transition, we began with HI and
RQ?2 and conducted independent-samples 7 tests, which are
appropriate for comparing the mean scores of two groups on
a continuous dependent variable, such as valence/subjectiv-
ity. The results are presented in Table 2. In Study 1, Chat-
GPT-generated essays (M =0.19, SD=0.01) were slightly
positive than human-written essays (M =0.18, SD=0.01);
however, this difference did not reach the 0.05 significance
level, 1(250)=1.04, p=0.15. Study 2 uncovered that Chat-
GPT-generated news (M =0.11, SD=0.08) was signifi-
cantly more positive than NYT news (M =0.08, SD=0.06),
1(5346)=-16.45, p <0.001; the effect size, as measured by
Cohen’s d, was d=0.45, indicating a medium effect. These
findings provided partial support for H1.

In terms of the level of subjectivity, Study 1 found that
human-written essays (M =0.50, SD=0.01) were sig-
nificantly less subjective than ChatGPT-generated essays
(M =0.52, SD=0.01), #250)=-2.15, p=0.02; the effect
size, as measured by Cohen’s d, was d=0.28, indicating a
small effect. Results from Study 2 validated this finding by
revealing that the NYT stories (M =0.35, SD=0.04) were
less subjective than ChatGPT-generated news (M =0.38,
SD=0.06), 1#(5346)=-22.44, p <0.001; the effect size, as
measured by Cohen’s d, was d=0.61, indicating a medium
effect. This provided a clear answer to RQ2.

® In this URL example, https://www.nytimes.com/2023/04/04/us/
politics/biden-trump-arraignment.html, the NYT’s internal category
was U.S. politics.

10 We then matched ChatGPT-generated news articles with the “topi-
cal domain” variable extracted from the NYT dataset. To further
check topical similarity between these two subsets, we also conducted
a human assessment using a random sample. This process confirmed
that the topical domains (e.g., politics, health, technology) matched
appropriately. Indeed, because the ChatGPT-generated news sto-
ries were “written” using the headlines of NYT articles, they were
expected to reflect the same subject matter.

@ Springer

8.2 Differences in discrete emotional appeals

Because both discrete emotional appeal (i.e., joy, anger,
and sadness) and author (Al vs. human) were categorical
variables, the chi-square test was used to determine whether
there is a significant association between them (RQ1). The
results are presented in Table 3.

We begin with the results from Study 1: as shown in the
descriptive statistics above, only one article fell under the
“sadness” category. Therefore, we transformed the “domi-
nant emotional appeal” variable into a dummy (1 =joy and
0 =anger) for analysis, with the “sadness” category being
recoded as missing. The first chi-square model in Table 3
revealed that a bigger percentage of ChatGPT-generated
essays conveyed a “joy” emotion, while a bigger percentage
of human-written essays were associated with an “anger”
emotion; this difference, however, was not statistically sig-
nificant on the 0.05 level, X2 (1, N=252)=2.73, p=0.08,
Cramér’s V=0.10.

Results from Study 2 yielded oppositional patterns: as
shown in the second chi-square model in Table 3,'! a big-
ger percentage of NYT news articles were associated with
a “joy” emotion; on the other hand, a bigger percentage of
ChatGPT-generated news conveyed a “sadness,” “anger,”
and “fear” emotion, and these differences were statistically
significant, X2 (4, N=5348)=118.38, p<0.001, Cramér’s
V=0.15. These results provided partial support for RQ1.

It should be noted that the subject matter'? and arti-
cle length are confounding variables when estimating the
above differences between Al-generated and human-written
content. Considering their influence and the correlations
between the two continuous outcome variables, MANOVA
models and logistic/multinomial logistic models were also
conducted, in which subject matter and word count were
included as control variables. Results from these models
remained largely the same and, therefore, corroborated the
findings reported above.'?

8.3 The moderating role of topical domains

Last but not least, we tested the moderating effect of topi-
cal domains (RQ3) using Study 2 data. Table 4 presents
a multinomial logistic model predicting the news stories’
dominant emotional appeal as a function of the “ChatGPT
x Soft news” interaction while controlling for article length.

' We also conducted supplementary analyses excluding anger, dis-
gust, and fear, which did not alter the results. For transparency, we
have included the supplementary results in Appendix B.

12 In Study 1 the subject matter refers to the list of 126 essay ques-
tions that differ in topical domains; in Study 2 the subject matter is a
dichotomous variable (soft news vs. hard news).

13 The MANOVA models were reported in Appendix A; the other
models are available upon request.
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Table 2 .Dii.:fe.rences in valence Study 1 Human-written® ChatGPT-generatedb Diff (human—AT) 1(250)

and subjectivity between

Al-generated and human- M SD M SD

written articles
Valence 0.18 0.01 0.19 0.01 —0.01 - 1.04
Subjectivity 0.50 0.01 0.52 0.01 -0.02 —2.15%

NYT news® ChatGPT-generated* Diff (human-AlI)

Study 2 M M M SD 1(5346)
Valence 0.08 0.06 0.11 0.08 —0.03 — 16.45%%*
Subjectivity 0.35 0.04 0.38 0.06 —0.03 — 2244

Study 1: N=252 (*n=126, °n=126)

Study 2: N=("n=2674, n=2674)

In both studies the two outcome variables were logged to account for skewness

EEEY

“p<0.05; "p<0.001

Table 3 AI- and human-written content with chi-square analyses to examine differences in discrete emotional appeals

Articles with the dominant emotion  Study 1

being ... - -
Human-written ChatGPT-written
n % n % Pearson’s x>
anger 13 10.32 6 4.8% 2.73
joy 113 89.68 119 95.20%
Articles with the dominant emotion  Study 2
being ... -
NYT news ChatGPT-written
n % n % Pearson’s Xz
anger 0 0.00 6 0.22 118.38%*:
joy 1692 63.28 1454 54.38
sadness 982 36.72 1130 42.26
disgust 0 0.00 28 1.05
fear 0 0.00 56 2.09
total 2674 100 2674 100

n=actual number of articles and % =column percentages

In both chi-square tests, one or more expected cell counts were smaller than 10. Therefore, we used Fisher’s exact tests that are more appropriate
for small sample sizes or sparse data, which provide an exact p value reported above

“p<0.001

The coefficient estimate on the interaction term was statis-
tically significant in the “sadness” model only (b=-0.27,
p=0.04). Figure 1 plots this effect for easier interpretation:
within NYT news, the predicted probability of conveying
a “sad” emotion was higher in hard news than in soft news
(bottom left), whereas the chances did not significantly dif-
fer among ChatGPT-generated news (bottom right). The top
figures about the predicted probability of conveying a “joy”
emotion yields further evidence that the variance between
NYT and ChatGPT-generated news is dependent on topical
domains. These findings provided evidence for RQ3(a).

Table 5 presents two OLS regression models predicting
valence (logged) and subjectivity (logged)'* as a function of
the “ChatGPT x Soft news” interaction while controlling for
article lengths. In both models, the coefficient estimate on
the interaction term was negative; however, it was statisti-
cally significant in the “valence” model (b=-0.03, p <0.001)
but insignificant in the “subjectivity” model (b =-0.01,
p=0.08). We plotted this effect in Fig. 2, illustrating a higher
level of positivity in ChatGPT-generated than NYT news;

14 We applied a log transformation to these dependent variables to
address skewness in the distribution, which normalizes the distribu-
tion, reduces the influence of extreme values, and ensures that model
assumptions (i.e., homoscedasticity, normality) are better met.
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Table 4 Multinomial logistic
regression model predicting the

The dominant emotion in article was. ..

dominant emotion in articles, Anger Disgust Fear Sadness

by “Al X soft news” interaction

(Study 2 only) ChatGPT-written 25.09 (2950.52) 17.74 (2434.46) 13.95 (1598.89) 0.82 (0.16)***
Soft news 1.40 (4269.44) 0.69 (3131.22) 0.75 (2048.33) 1.91 (0.10)***
ChatGPT X Soft 0.66 (4269.44) 2.25(3131.22) 3.64 (2048.33) —0.27 (0.13)*
Word count (logged)  4.65 (1.69)** 0.94 (1.13) — 1.06 (0.84) 0.20 (0.08)*
Constant —58.80(2950.55) —29.22(2434.47) —14.70(1598.90) — 3.19 (0.60)***
N 5346
LR y? 1059.77%*x
Pseudo R? 0.13

The baseline category for dependent variable was “joy as the dominant emotion in articles”. Both inde-
pendent variables are dummies; the comparison group for “ChatGPT-written” is “NYT news,” and the
comparison group for “soft news” is “hard news”

Entries are coefficient estimates with standard errors in parentheses

*p<0.05, “p<0.01, and ““p <0.001 were drawn from two-tailed tests

yet, this “ChatGPT-NYT” difference was bigger among soft
news (diff =0.08) than among hard news (diff =0.05). These
findings yield evidence for RQ3(b).

9 Discussion

When tapping into human readers’ relatively low ability in dis-
tinguishing Al-generated content, current studies have pointed
to the multiple ways Al generators can mimic human writ-
ers, especially through incorporating the linguistic, structural,
and stylistic features that often present in human language. A
closely related but less examined question is to what extent Al
tools would automate emotionally charged content, especially
when compared to the human-written counterparts. This pre-
sent work contributes to this line of research by focusing on
three distinct aspects related to emotionally evocative content:
emotional valence, discrete emotional appeals, and subjectivity.
To maximize the generalizability of our findings, we utilized
two distinct data sets (essays vs. news).

One remarkable finding from this study is a higher level
of subjectivity identified in ChatGPT-generated than in
human-written articles, which was consistently observed in
both essays and news. This contradicts with some human
readers’ perceptions that machine automated content is more
objective, especially when the Al author is specified (see
Wolker and Powell 2021). Instead, our finding corroborates
the other school of thoughts that Al-generated text can be
more subjective and, therefore, more emotionally triggering
(Osborne and Bailey 2025; Gonzalez-Arias et al. 2024). At
least in the case of automating essays and news, Al tools
may exhibit a heavier use of opinions—rather than facts—in
their narratives. Therefore, this study yields a practical rec-
ommendation for general readers, which is to question the

@ Springer

non-human author upon seeing an article consisted of more
opinion than factuality.

Our findings also revealed a noteworthy divergence
between essays and news: in Study 1, the expression of nega-
tive/positive tone or discrete emotional appeals in essays
was not found to significantly differ between ChatGPT and
human writers. However, Study 2 uncovered that ChatGPT-
generated news exhibited a stronger level of positive tone
than NYT news, which further support the positive bias
identified in previous work (i.e., Mieczkowski et al. 2021).
In terms of the expression of discrete emotional appeals,
Study 2 found that joy made up the largest portion of news in
general; however, this portion was more pronounced in NYT
news, whereas ChatGPT-generated news showed a compara-
tively smaller portion of joy (Table 3). In addition, among
NYT stories we found the emotional appeals to significantly
differ between soft vs. hard news; however, the emotional
appeals conveyed in ChatGPT-generated news did not sig-
nificantly differ by topical domains. These findings suggest
that NYT has distinctive ways of writing for hard and soft
news, while ChatGPT is less bounded to journalistic conven-
tions. It is also possible that ChatGPT-generated news tends
to distribute distinct emotional appeals more evenly, or the
NYT journalists refrain from extreme emotional appeals (as
evidenced by the zero counts for NYT stories with an anger,
disgust, or fear appeal). Because Fang et al.’s (2024) prompts
did not ask ChatGPT to only rely on the NYT corpus, Chat-
GPT could have learned from other training data that have
led its generated news to deviate from the NYT. Considering
news outlets only, they tend to vary in the use of emotional
appeal, valence, and subjectivity in reporting (see Molek-
Kozakowska 2013; (Flaounas, et al., 2013)). On the other
hand, research also uncovers that negative emotional content
are more likely to be circulated online (Watson et al. 2024),
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Fig. 1 Probability of dominant
emotion being joy vs. sadness
with 95% Cls, by Al and soft 7
news (Study 2). Note: these
figures were created using
multinomial logistic regression
model reported in Table 4

Pr(dominant emotion is joy)
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which can amplify the negativity in Al programs’ training
data. This broader set of training data further explains why
in this study ChatGPT-generated news shows different pat-
terns compared to the NYT.

The inconsistencies between the two studies are not sur-
prising. Rather, they indicate the importance of genre (or writ-
ing styles) in understanding the emotionality in Al-generated
text. Because Study 1 consisted of TOEFL essays that typi-
cally mandate counterarguments or an inquiry into solutions,
their content is presumably associated with joy and hope; in
this case, Al-generated essays have not only mimicked but
also exaggerated these patterns to a greater extent, thereby

hard news soft news hard news

appearing with a higher level of joy emotion than human-
written essays. In the situation of news, which is less infused
with a joy emotion to attract readers and make profit (Soroka
et al. 2015), Al tools may have also adopted this technique to a
greater degree, with fewer ChatGPT-generated news conveying
joy than human-written news stories. These speculations also
indicate ChatGPT’s strong capacity not only to mimic but also
to adapt human expression of emotions depending on the genre
of prompted text.

Study 2 also underscores the importance of examining
both one-dimensional and the discrete-perspective measures
of emotionality. When gauged along a scale from negative
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Table 5 OLS regression models predicting valence (logged) and sub-
jectivity (logged), by “Al X soft news” interaction (Study 2 only)

Valence (logged) Subjectivity (logged)
ChatGPT-written 0.08(0.01 )% 0.04(0.003 )%=
Soft news —0.03(0.002)%** —0.02(0.002)%**
ChatGPT X Soft —0.03(0.004)%** —0.01(0.003)*
Word count (logged) 0.02(0.01)* 0.004(0.002)*
Constant —0.06(0.06) 0.33(0.01)%*
N 5346 5346
F 206.64%* 204,11 %%**
R? 0.16 0.13

Both independent variables are dummies; the comparison group for
“ChatGPT-written” is “NYT news,” and the comparison group for
“soft news” is “hard news”

Entries are coefficient estimates with standard errors in parentheses
#p<0.10,

*p <0.05, and

stk

p<0.001 were drawn from two-tailed tests

to positive tone, ChatGPT-generated news was found to be
more positive than NYT news; however, when switching to
the discrete emotional appeals conveyed in news, ChatGPT-
generated news was more associated with sadness and the
NYT news was more associated with joy. While the dimen-
sional and discrete views of emotion share certain similari-
ties, the discrete view can better capture “the implications
of motivational forces on human action and interaction, and
thus is more proximally related to the outcomes of interest
to communication scholars” (Nabi 2010, p. 158). From this
perspective, our findings about the differences in the discrete

Fig.2 Predicted valence

NYT news

(logged) with 95% ClIs, by Al N
and soft news (Study 2). Note:
this figure was created using the
OLS regression model reported
in Table 5
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emotions between ChatGPT-generated and NYT news bear
more important implications for how Al-generated content
may engage the readers; specifically, our findings suggest
that exposure to ChatGPT-generated news may induce a
stronger feeling of emotions, such as sadness and anger,
which may further impair people’s psychological well-being.

This study has a few limitations that also point to impor-
tant agendas for future research. First, it should be noted that
the level of emotional expression in Al-generated content
can be modulated through emotional prompting, such as
explicitly asking Al tools to produce emotional rather than
informative outputs (Tafesse and Wood 2024). In addition,
the same prompt may yield different texts across Al pro-
grams, due to these programs’ differences in training data,
decoding choices (i.e., algorithm), and system wrappers (i.e.,
whether to use web search). With this said, findings from
this study may not generalize to the comparisons of articles
generated by other Al programs, such as Gemini, Anthropic,
or DeepSeek. These may explain the currently mixed find-
ings in studies on Al-generated content. Because our meas-
ure of subjectivity is restricted to the linguistic indicators
detectable by TextBlob (i.e., expression of opinions), this
study was not able to investigate other facets of subjectivity,
such as cognitive biases, perspective-taking, or nuanced rhe-
torical framing. Relatedly, this study’s use of automated cod-
ing techniques may oversimplify the nuanced expressions
of emotion, given that they typically rely on predefined lists
of words and have a limited capacity in capturing the con-
text. Alternatively, future research may utilize multiple text
analysis programs (i.e., LIWC-22) or a combination of com-
puter and human coders to cross-validate the measurement

ChatGPT-written

.

T
soft news
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of emotionality, which would also allow for a deeper under-
standing of nuanced emotional expressions in text.

Another limitation lies in our focus on essays and news,
such that our findings may not generalize to other areas
of content creation, such as blog posts, social media con-
tent, creative writing, or academic writing. For example,
because the TOEFL test is primarily designed for non-
English speakers to demonstrate their English proficiency,
our findings from Study 1 are likely not generalizable to
the comparisons of essays generated by Al agents vs. those
written by native English speakers. Especially, because
most Al agents (i.e., ChatGPT and Gemini) are trained
on data sets comprised of a large amount of English text
from English-speaking countries, we would assume that
the differences in the essays by Al agents and native Eng-
lish speakers to be smaller than what we uncovered in
Study 1. Yet, it should be noted that the primary goal is
consistent across various types of text, which is to present
an argument in a well-structured manner and through the
use of various supporting materials. From this perspec-
tive, some findings from this study—such as the stronger
subjectivity in both essay and news—can still contribute
to a comprehensive understanding of generative AI’s role
in producing emotionally evocative content.

Built on the content-level differences uncovered in this
study, the next step is to examine under what situations (i.e.,
whether the Al authorship is explicitly specified), on which
news topic (i.e., sports, business, and politics), or among
which population segments (i.e., people with a higher level
of Al literacy or a richer experience using Al tools), the
readers would indeed rely on the varied levels of emo-
tionality to identify Al-generated content. Future research
may also consider investigating whether Al-generated vs.
human-written news stories would affect readers’ attitudes
and behaviors in different ways. For example, this study’s
finding that ChatGPT-generated news is more subjective
suggests that upon reading a ChatGPT-generated news story
about a natural disaster, the readers may feel a higher level
of empathy and express a stronger willingness to donate than
after reading a more objective human-written counterpart.
These research agendas are important for a more comprehen-
sive understanding of the practical influence of Al-generated
news on readers.
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